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Introduction

Vinicio J. Sosa, Simoneta Negrete-Yankelevich,
and Gordon A. Fox

Why another book on statistics for ecologists?

This is a fair question, given the number of available volumes on the subject. The reason
is deceptively simple: our use and understanding of statistics has changed substantially
over the last decade or so. Many contemporary papers in major ecological journals use
statistical techniques that were little known (or not yet invented) a decade or two ago.
This book aims at synthesizing a number of the major changes in our understanding and
practice of ecological statistics.
There are several reasons for this change in statistical practice. The most obvious cause is

the continued growth of computing power and the availability of software that can make
use of that power (including, but by no means restricted to, the R language). Certainly, the
notebook and desktop computers of today are vastly more powerful than the mainframe
computers that many ecologists (still alive and working today) once had to use. Both
hardware and software can still impose limits on the questions we ask, but the constraints
are less severe than in the past.
The ability to ask new questions, together with a growing body of practical experience

and a growing cadre of ecological statisticians, has led to an increased level of statistical
sophistication among ecologists. Today, many ecologists recognize that the questions we
ask should be dictated by the scientific questions we would like to address, and not by the
limitations of our statistical toolkit. You may be surprised to hear that this has ever been
an issue, but letting our statistical toolkit determine the questions we address was a dom-
inant practice in the past and is still quite common. However, increasingly today we see
ecologists adapting procedures from other disciplines, or developing their own, to answer
the questions that arise from their research. This change in statistical practice is what we
mean by “deceptively simple” in the first paragraph: the difference between ecologists’ sta-
tistical practice today and a decade or two ago is not just that we can compute quantities
more quickly, or crunch more (complex) data. We are using our data to consider problems
that are more complex. For example, a growing number of studies use statistical methods
to estimate parameters (say, the probability that the seed of an invasive pest will disperse
X meters) for use in models that consider questions like rates of population growth or
spread, risks of extinction, or changes to species’ ranges; fundamental questions, but ones
that were previously divorced from statistics. Meaningful estimates of these quantities re-
quire careful choice of statistical approaches, and sometimes these approaches cannot be
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2 ECOLOGICAL STATISTICS: CONTEMPORARY THEORY AND APPLICATION

limited to the contents of traditional statistics courses. This is of course only a point in a
continuum; future techniques will continue to extend our repertoire of tractable questions
and new books like this will continue to appear.

There is nothing wrong with using basic or old statistical techniques. Techniques like
linear regression and analysis of variance (ANOVA) are powerful, and we continue to use
them. But using techniques because we know them (rather than because they are appro-
priate) amounts to fitting things into a Procrustean bed–it does not necessarily ask the
question we want to ask. We encountered recently a small but illustrative example in
one of our labs: identifying environmental characteristics predicting presence of a lily,
Lilium catesbaei (Sommers et al. 2011). It seemed reasonable to approach this problem
with logistic regression (GLM with a binomial link; chapter 6), using site characteristics
as the predictors and probability of presence/absence as the outcome. In reviewing liter-
ature on prediction of site occupancy, we found that a very large fraction of studies used
a very different approach: ANOVA to compare the mean site characteristics of occupied
with unoccupied sites. These might seem like comparable approaches, but they are quite
different: logistic regression models probability of occupancy as a function of site char-
acteristics, while ANOVA considers occupancy to be like an experimental treatment that
somehow causes site characteristics! Yet many studies had used just this approach. To ex-
plore the problem, we analyzed the data using both approaches. The set of explanatory
variables that we found predicted lily presence (using logistic regression) was not the same
as the set of predictors for which occupied and unoccupied sites differed significantly (us-
ing ANOVA). The difference is not because the two approaches differ in power, or because
we strongly violated underlying assumptions using one of the methods; the different re-
sults occur because the questions asked by the two approaches are quite different. This
underlines a point that is often not obvious to beginners: the same data processed with
different methods leads to different answers. By choosing a statistical method because it
is convenient, we run the risk of answering questions we do not intend to ask. Worse still,
we may not even realize that we have answered the wrong question.

The idea for this book emerged during a couple of occasions on which Fox came to Mex-
ico to teach a survival module in the Sosa–Negrete statistics course for ecology graduate
students. Dinner conversations often converged on the conclusion that, despite consider-
able efforts, learning statistics continues to be boring for many ecologists and more often
than not, it feels a bit like having dental work done: frightening and painful but necessary
for survival.

However, nothing could be further from the truth. Statistics is at the core of our science,
because it provides us with tools that help us interpret our complex (and noisy) picture of
the natural world (figure I.1). Ecologists today are leading in the development of a number
of areas of statistics, and potentially we have a lot more to contribute. Many techniques
used by ecologists are thoughtful, efficient, powerful, and diverse. For young ecologists to
be able to keep up with this phenomenal advance, old ways of teaching statistics (based on
memorizing which ready-made test to use for each data type) no longer suffice; ecologists
today need to learn concepts enabling them to understand overarching themes. This is
especially clear in the contribution that ecologists and ecological problems have made to
the development of roll-your-own models (Hilborn and Mangel, 1997; Bolker, 2008).

The chapters of this book are by experienced ecologists who are actively working to
upgrade ecologists’ statistical toolkit. This upgrade involves developing models and sta-
tistical techniques, as well as testing the utility, usability, and power of these techniques
in real ecological problems. Some of the techniques highlighted in the book are not new,
but are underused in ecology, and can be a great aid in data analysis.
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INTRODUCTION 3
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Fig. I.1 The cycle of ecological research and the role of statistical modeling.

One reason statistics is forbidding for some ecologists is its sometimes complex mathe-
matical core. Most ecologists lack strong mathematical training. We have made a strong
effort in this book to keep the mathematical explanations to the minimum necessary. At
the same time, we have concentrated many of the overarching conceptual tools in the first
three chapters (e.g., approaches to inference, probability distributions, statistical models,
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4 ECOLOGICAL STATISTICS: CONTEMPORARY THEORY AND APPLICATION

likelihood functions, model parameter estimation using maximum likelihood, model se-
lection, and diagnostics). This should give you a stronger foundation in the ideas that
underlie the methods used, and thus tie those methods together. Most methods in the
book, in fact, are applications of these concepts (figure I.2).

There is another reason it makes sense to have a strong conceptual understanding of
statistics: in the end, it is a lot easier than trying to memorize! For example, under-
standing the difference between fixed- and random-effects renders memorizing all the
different traditional ANOVA designs (split plots, Latin square, etc.) unnecessary, because
this knowledge will let you develop the linear model to analyze correctly any experimen-
tal design accordingly with more modern fitting techniques. You can, of course, use parts
of this book as a cookbook, and simply use particular analyses for your own problems.
Nevertheless, knowing how to follow a few recipes doesn’t make you a chef, or even some-
one able to understand different techniques in cooking. We think you will be better off
using the book to master the concepts and tools that underlie many different applications.
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Fig. I.2 Organization of the book’s chapters. We recommend starting with chapters 1–3.
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INTRODUCTION 5

Relating ecological questions to statistics

In doing science, we are acquiring knowledge about nature. In this effort, we are con-
stantly proposing models of how the world works based on our observations, intuition,
and previous knowledge. These models can be pictorial, verbal, or mathematical repre-
sentations of a process. Mathematical models are of great utility because they are formal
statements that focus our thinking, forcing us to be explicit about our assumptions and
about the ways we envision that variables measured in our study objects are related (Mo-
tulsky and Chistopoulus 2003). Statistical models are mathematical statements in which
at least one variable is assumed to be a random variable (compare with a deterministic
model; see Bolker (2008) and Cox and Donnelly (2011) for a discussion of different kinds
of models used in ecology and other life sciences).
While there is no unique way to approach a research problem, most modern ecologists

follow an iterative cycle (figure I.1) in which they formulate the research questions and
hypotheses; develop empirical models; design a plan to collect data; and develop statis-
tical models to analyze the data in the light of their empirical models. The latter step
includes plans for parameter and confidence interval estimation, model evaluation in
terms of assumptions, and selection among alternative models or reformulation of mod-
els. Having made these plans, one can then collect the data, implement the planned data
analyses, interpret the results (both statistically and ecologically), draw conclusions about
what the data reveal, and then refine old or formulate new research hypotheses. Prelimi-
nary data analysis, model evaluation and criticism, and the theory behind your question
usually guide the modeling process (Hilborn and Mangel 1997; Bolker 2008; Cox and
Donnelly 2011).
The ability to go from an ecological question to a statistical model is a skill that involves

an abstraction process and can only be acquired with practice and guidance from experi-
enced researchers. In this sense, science is still a trade learned in the master’s workshop.
There are many types of ecological questions, such as: How is survival of a fish popula-
tion affected by the concentration of a pollutant? Does this depend on the sex or genetic
background of the fish? On the density of its population, or of its predators? What is the
difference in the dispersal dynamics of a native and an exotic shrub species? How do their
population growth rates compare, and what are the causes of the differences? Do earth-
worms distribute randomly across a maize field? If they aggregate, what are the causes?
How does distance to the shore affect predation on shrimp larvae? Is pollen competition
acting as a selection pressure on stigma morphology? Does the quality of nurse trees de-
pend on phylogeny?When you read these questions, you probably automatically thought
of the possible mechanisms that could drive the answers. For example, earthworms may
aggregate in patches where the organic matter they feed on accumulates, or an exotic
shrub species may spread farther than a native one because it is mammal-dispersed and
not wind-dispersed. These are ecological hypotheses.
If the link between the ecological question/hypothesis and the statistical models is

inadequate, the ecological question will remain unaddressed, and a lot of work and re-
sources wasted. In our experience, young researchers (often students under great pressure)
frequently rush into the field or lab to gather whatever data they can, because they fear
running out of time—perhaps because the breeding, flowering, migrating, planting (or
you name it) season has started, or their advisor is breathing down their neck. A common
result is that they end up being able to use only a very small fraction of the data they
gathered and, on many occasions, the original ecological question ends up being replaced
by one (no matter how boring) that is tractable, given the data in hand.
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6 ECOLOGICAL STATISTICS: CONTEMPORARY THEORY AND APPLICATION

The step between the ecological question and the empirical model requires concen-
tration, thinking, drawing graphs, or scribbling equations, erasing, rethinking, letting it
rest, and thinking again. You may have to do this many times. This is not surprising if
you consider that the ecological hypothesis often embodies the proposal of an ecological
mechanism, while the empirical models are usually mathematical representations of the
measurable consequences of that mechanism occurring. Once combined with the concept
of sampling, they become statistical models.

In summary, a study needs to rest on a plan, and you need to stick to the plan. Advanced
readers will know that (of course) plans sometimes change; one should be able to learn
from the data. But the key thing is to have a plan. This plan should include the way you
are going to collect and analyze your data before going to the field or the lab to actually
collect them. Although it sounds quite logical, this happens surprisingly rarely, so we
invite you to (at least) think about it, and to consult a statistician early in the planning
of the study. Because considerations about sampling/experimental design are crucial for
selecting an approach to data analysis, many of the chapters in this book discuss how to
plan your sampling or research design prior to collecting data. We emphasize that, if your
study is reasonably well-designed (proper replication, randomization, control, blocking,
etc.) you will be able to dig some useful information out of the data, even if you struggle
with finding a convenient statistical method; if it’s poorly designed, you’ll certainly be in
trouble, no matter how fancy your statistical method is.

How you record data can also be very specific for certain techniques like spatial or
survival statistics. For example, how do you control for possible confounding factors
(chapter 7)? How do you account for aggregation of experimental or sampling units (chap-
ters 12 and 13)? How do you deal with spatial or phylogenetic correlation of your data
(chapters 10 and 11)? How do you record data points with missing measurements (chap-
ter 4), or values that are only known to be greater/less than some value (chapter 5)? The
way you plan for these sorts of peculiarities—and therefore the way you collect your
data—will determine the model you need to build, the extent to which your data are
an appropriate sample for studying that model, and the degree to which your study co-
heres with the ecological theory underlying that model. Chapter authors have also made
efforts to highlight methods (such as graphical analyses) that can help you understand
the nature of your data and whether they conform to the requirements of the statistical
techniques you plan to use.

Going from ecological thinking (hypothesis) to statistical thinking (model) is a skill
that you cannot easily learn from books; but we can offer some guidelines (they are not
rules—see Crome 1997; Karban and Huntzinger 2006 for more thorough treatment):

(1) Privilege your ecological problem, questions, and hypotheses. These should not be
bent to accommodate the statistical tools you know.

(2) Define the type of study. Is it a description of a pattern or a causal explanation of a
phenomenon? Or do you aim to predict the outcome of that phenomenon? For re-
views of the main types of studies, consult Gotelli and Ellison (2004), Lindsey (2004),
and Cox and Donnelly (2011).

(3) Define clearly the study units. Are you comparing individual organisms, plots, or
some other group of objects (statistical populations)? Study units are those individ-
uals, things, quadrats, populations, etc., for which different conditions or treatments
can occur.
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INTRODUCTION 7

(4) Define clearly the changing characteristics (variables) that you are measuring in the
study units: Is it a label for some kind of category? Is it a percentage? Does your
variable only take count values? Is it an index calculated with a few variables? Are
you obtaining a proportion? Is it a measure on a continuous or a discrete scale (Dob-
son 2002)? Is it a binary state (dead or alive; visited or not visited; germinated or not
germinated; present or absent)?

(5) Draw a diagram of, or write down equations for, your predictions. If your hypothe-
ses are about possible relations or associations between variables, you probably can
propose, at least initially, some sort of cause–effect relationship represented by

A → B.

This can be understood as meaning that A causes B, B is a consequence of A, or the
values of A determine the values of B. A and B are characteristics of all study units.
More complicated versions of your hypothesis may suggest that A, B → C (A and B
together cause C) or that A → B,C (A causes or affects B and C) or something more
complex (chapter 8). Draw boxes and arrows, or flow diagrams that help represent
the relationships you are envisioning. Sketch what a graph of the data is expected
to look like. Now revisit your ecological hypothesis, and ask whether the empirical
models that you wrote down provide a clear set of consequences for your ecological
hypothesis. Iterate through 2–5 until the answer is unequivocally yes. You are now
ready to incorporate the sampling scheme into your model and, therefore, construct
the statistical model.

A conceptual foundation: the statistical linear model

The cause–effect relationship in an empirical model is often represented as a linear sta-
tistical model. The abstraction of a relationship or association between variables into a
linear statistical model may be difficult to many beginners, but once you get the idea it
will be difficult to avoid thinking in linear model terms. Linear models are the basis for
many methods for analyzing data, including several included in this book. In its simplest
form, the linear model says that the expected value (the true, underlying mean of a random
variable) of a variable Y in a study unit is proportionally and deterministically a function
of the value of the variable X (predictor or explanatory or independent variable). For any
individual data point, there will also be a random component (or error) e caused by the
effect of many unidentified but relatively unimportant variables and measurement error:

Yi = F (Xi) + ei,

Where F(Xi) = β0+β1Xi. Here ei = Yi–Ŷ, i.e., the difference between the observed value and
the predicted value, and is called the residual or error. In the simplest case, the distribution
of the residuals is e ∼ N(0, σ 2

e ) —that is, they have a Normal distribution with mean
zero and variance σ 2

e . Ŷ is the predicted value of the response variable, and Yi is the
observed value of the response variable. β0 and β1 are parameters we need to estimate,
in this case the intercept and the slope of a straight line. If this relationship exists, the
researcher generally wants the quantity e to be as small as possible, because that increases
the predictive power of the model. You may have recognized in this model the simple
linear regression equation.
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8 ECOLOGICAL STATISTICS: CONTEMPORARY THEORY AND APPLICATION

Box I.1 LINEAR REGRESSION AND LEAST SQUARES

The statistical linear model for multiple regression and ANOVA analyses is:

Yi = β0 + β1Xi1 + β2Xi2 + · · · + βnXin + ei.

In matrix notation, the linear model in this equation is

Y = Xβ + e,

where Y is a vector of responses and e is the vector of residuals, both of length N (the num-
ber of observations). β is a vector of parameters (to be estimated) with length p (the number
of parameters). X is an N× pmatrix of known constants; X is called the designmatrix whose
elements are values of the predictor variables or zeros and ones.
As an example of a model with both response and explanatory continuous variables, sup-

pose you have measured volume, height, and diameter at breast height (DBH, in m) of 20
trees of the same species cut down by chainsaw; you want to predict the volume of other
standing trees with a rapid method based on measuring height and DBH. The data and R
scripts for this analysis are in the online appendices. A plausible model would be

Volumei = β0 + β1 Diameteri + β2 Heighti + ei.

Given the model, we need to estimate the parameters–i.e., we have to find some bi as best
estimators of β for equation (I.2). Historically, the method used for estimation consists of
minimizing the sum of squares of the errors. Writing this out in matrix form, we get

L =
n∑
i=1

e2i = e′e = (y – Xb)′(y – Xb).

Using calculus and some algebra

δL

δb

∣∣∣∣ = –2X′y + 2X′Xb = 0

X′Xb = X′y.

This allows us to solve for b:

b = (X′X)–1X′y.

This is the ordinary least squares (OLS) estimate. Under the assumption that Yi ∼ N(Ȳ ,σ 2
Y ), it

turns out that the b aremaximum likelihood estimators (MLE). Parameter estimation byMLE
is a more general, convenient, and modern way of fitting models (chapter 3) and we use it
extensively throughout the book.
To see how an example looks, download the R script and data file from the compan-

ion website (http://www.oup.co.uk/companion/ecologicalstatistics), and run the script in R.
Make sure you read the comments in the script! For the tree data, the estimated parameters
are β0 = 35.81, β1 = 34.10, β2 = 0.32, and the model for predicting the volumes of trees is

Vi = –35.81 + 34.1 Diameteri + 0.32Heighti.

We can extend this model to cases where there is more than one predictor variable; it is
then called multiple regression (see the worked example in Box I.1) and is given by:

Yi = β0 + β1Xi1 + β2Xi2 + · · · + βnXin + ei

= β0 +
n∑
j=1

βjXij + ei.
(I.1)
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INTRODUCTION 9

This can also be written in terms of the expected value of Y:

E[Y] = β0 +
n∑
j=1

βjXj.

Many advanced readers fail to recognize that this is also the model for ANOVA. This is in
part because basic texts on statistics often keep it as a secret. The only difference between
the regression and ANOVAmodels is that the predictor variables are categorical in ANOVA
(for instance, levels of a treatment), while they are continuous in linear regression; for a
more detailed explanation see Grafen and Hails (2002) and Crawley (2007).
For quantitative explanatory variables, the model contains terms of the form βjXij,

where the parameter β0 represents Ŷ when there is no influence of X on Y. βj represents
the rate of change in the response corresponding to changes in the jth predictor varia-
ble. For qualitative (categorical) variables, there is one parameter per level of the factor.
The corresponding elements of X either include or exclude the appropriate parameters
for each observation, usually by taking the values of 1 or 0, depending on whether the

Box I.2 MATRICES IN LINEAR MODELS

We can write linear models in matrix form:

Y = Xβ + e.

How do we interpret these matrices? Here we give two examples.
First, let’s consider the model for tree volume, considered in Box I.1:⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

Volume
10.2
10.3
10.2
16.4
18.8
19.7
15.6
18.2
22.6
19.9
24.2
21.0
21.4
21.3
19.1
22.2
33.8
27.4
25.7
24.9

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

=

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

Intercept Diameter Height
1 0.6917 70
1 0.7167 65
1 0.7333 63
1 0.875 72
1 0.8917 81
1 0.9 83
1 0.9167 66
1 0.9167 75
1 0.925 80
1 0.9333 75
1 0.9417 79
1 0.95 76
1 0.95 76
1 0.975 69
1 1 75
1 1.075 74
1 1.075 85
1 1.1083 86
1 1.1417 71
1 1.15 64

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

⎛⎝β1

β2

β3

⎞⎠ +

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

e
e1
e2
e3
e4
e5
e6
e7
e8
e9
e10
e11
e12
e13
e14
e15
e16
e17
e18
e19
e20

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠
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10 ECOLOGICAL STATISTICS: CONTEMPORARY THEORY AND APPLICATION

Box I.2 (continued)

The first column of the design matrix (X) of independent variables contains only 1s. This is
the general convention to be used for any regression model containing a constant term β0.
To see why this is so, imagine the β0 term to be of the form β0X0, where X0 is a dummy
variable always taking the value 1 (Kleinbaum and Kupper 1978).
As a second example, consider an experiment consisting of four different diets (D) applied

randomly to 19 pigs of the same sex, gender, and age (Zar 2010). The response variable Yi is
the pig body weight (W) in kg, after being raised on these diets. The question is whether the
mean pig weights are the same for all four diets. The data and R script are on the companion
website (http://www.oup.co.uk/companion/ecologicalstatistics).
In this case, the independent variables X are categorical or dummy variables that label

each level of the diet treatment. The model, with the full matrices, is:⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

Weight
60.8
57
65

58.6
61.7
68.7
67.7
74

66.3
69.8

102.6
102.1
100.2
96.5
87.9
84.2
83.1
85.7
90.3

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

=

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

DietA DietB DietC DietD
1 0 0 0
1 0 0 0
1 0 0 0
1 0 0 0
1 0 0 0
0 1 0 0
0 1 0 0
0 1 0 0
0 1 0 0
0 1 0 0
0 0 1 0
0 0 1 0
0 0 1 0
0 0 1 0
0 0 0 1
0 0 0 1
0 0 0 1
0 0 0 1
0 0 0 1

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

⎛⎜⎜⎝
β0

β1

β2

β3

⎞⎟⎟⎠ +

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

e
e1
e2
e3
e4
e5
e6
e7
e8
e9
e10
e11
e12
e13
e14
e15
e16
e17
e18
e19

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

observation is or is not in that level. See Box I.2 for an example; consult Grafen and
Hails (2002) or more basic texts if you need background information. Therefore, there is
a difference in the meaning of the estimated parameters: in regression models, they ex-
press a proportionality constant, but in ANOVA they are (depending on how one chooses
to parameterize the model) either mean differences between the treatments, or they are
treatment level means (Crawley 2007).

Finally, equation (I.1) can also be written as

Yi ∼ N(β0 +
n∑
i=1

βiXi, σ 2
Y ),

which can be read as saying that each observation Yi is drawn from a Normal distribution
with mean = β0 + β1X1 + β2X2 + · · · + βnXn and variance σ 2

Y (figure 6.2a). In the traditional

Pr
ev

iew
 - 

Cop
yri

gh
ted

 M
ate

ria
l



INTRODUCTION 11

view, the βi are assumed to be fixed values, but in Bayesian analysis (chapter 1) they are
themselves random variables with estimated bi and corresponding variances s2i .
Many common statistical methods taught in basic statistics courses—in addition to lin-

ear regression and ANOVA—rely on models in the form of equation (I.1). These are called
linear models because the deterministic part of the model (also known as signal) is a linear
combination of the parameters, and the noise part, e is added to it; see Crawley (2007) for
examples. A useful feature of this type of model is that if the parameters β1 to βn are not
different from zero, then the best description of the data set is its overall mean (β0 = μ)

Yij =β0 + eij.

This is often called a null model and provides an important reference when examining the
explanatory power of candidate models.
Having estimated the model parameters, we can ask whether they improve our under-

standing, as compared with a simpler model. Often one compares a series of hypothetical
nested models, in which one or more of the proposed predictor variables are deleted from
the saturated model. In the model for tree volume considered in Box I.1, we retain both
diameter and height in the model, since they have explanatory power. This method is
explained in chapters 1, 3, and 6.
But we are not yet finished. The conclusions drawn from the tree model depend on

some important assumptions: (1) the relationships between Y and X are linear; (2) the
data are a random sample of the population, i.e., the errors are statistically independent
of one another; (3) the expected value of the errors is always zero; (4) the independent
variables are not correlated with one another; (5) the independent variables are measured
without error; (6) the residuals have constant variance; and (7) the residuals are Normally
distributed. These are obviously strong assumptions, and most ecologists know that, very
often, they do not hold for our data; or that assuming a linear relationship among vari-
ables is naïve or not supported by theory. This renders many of the statistical methods
learned in basic courses limited and a source of great disappointment among beginners
and graduate students!
But you don’t have to ditch your basic stats textbook. Consider an analogy for a mo-

ment: imagine that you are writing a novel. You would need to know spelling and some
rules of grammar and syntax at the outset. Once you knew those, you would discover that
you still couldn’t write a readable (we won’t even ask for interesting!) novel, for two rea-
sons. First, good writers often violate some of these rules, but they do so knowingly and
deliberately. One can violate some assumptions in statistics too—but doing so requires
having a strong understanding of the underlying methods. This does not include blanket
claims (which you have probably heard) that “this method is robust,” so violation of the
assumptions is fine. Second, no matter how great your knowledge of the rules of spelling,
grammar, and syntax, you have only begun to know how to use the language. The anal-
ogy holds for statistics: if a simple method (like linear regression) is poorly justified, for
your question, use the conceptual basis of statistical linear models with Normal distribu-
tion of errors, and go on to other methods that allow you to deal more realistically with
ecological data.
Many techniques in this book elaborate on the conceptual basis of the statistical linear

model to model ecological problems. For example, by modeling the random variation of
residuals with other probability distributions than the Normal, we can model the response
of binary variables or variables measured as counts or proportions (chapter 6). In addi-
tion, you will be able to consider explicitly cases where errors are likely to be correlated
due to spatial (chapter 10) or phylogenetic (chapter 11) correlation of the study units.
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12 ECOLOGICAL STATISTICS: CONTEMPORARY THEORY AND APPLICATION

The assumption of a linear relationship with βX can be relaxed by working with the ex-
ponential family of distributions (chapters 5, 6, and 13). You may have to incorporate
into your linear model the fact that the data include missing values (you have no infor-
mation about the value), censored values (you have partial information, e.g., it is less than
the smallest value you can measure) or that they come from a truncated sample (certain
values are never sampled). Failing to do so can cause your estimates to differ systemati-
cally from their true value (chapters 4 and 5). Many ecological questions involve complex
causal relationships; many problems are best addressed by considering results from a large
number of research projects. These require special statistical models that often use linear
models as building blocks (chapters 8 and 9).

Historically, the term error, used to refer to the residuals, comes from the assumption
made in physics that any deviation from the true value was the consequence of meas-
urement error. However, in ecology and other fields (including geology, meteorology,
economics, psychology, and medicine) the variability around predicted values is very
often the result of many small influences on the study units, and often more important
than measurement error. Modeling this variability appropriately contributes to our under-
standing of the phenomena under investigation. In this sense, a proper statistical model
has a heuristic component. Variability is not just a nuisance, but actually tells us some-
thing about the ecological processes (Bolker 2008). You will find discussion and several
approaches to this end in several chapters (2, 3, 6, 10, 12, and 13) of this book.

Thus, the methods discussed in this book will broaden our capabilities for analyzing
data and addressing interesting questions about our study subjects. The details of each
model—and the scientific questions from which it comes—matter a lot; they determine
how we make inferences about nature. Once you have analyzed your numerical results
with a statistical technique, you have to interpret the results in light of the theory behind
your question/hypothesis, and draw ecological conclusions. Put differently, you need to
return from statistics to ecology.

Where does statistics end? There is no general answer, but in each chapter authors will
point out some of the places where you must exercise your biological judgment. Keep
your focus on the ecological questions you set out to answer (Bolker 2008). You should ask
constantly “Does this make sense?” and “What does this answer really mean?” Statistics
does not tell you the answer; at a basic level, it helps provide methods for evaluating the
internal and external validity of your conclusions (Shadish et al. 2002). You need to be a
scientist, not someone performing an obscure procedure.

What we need readers to know

Our intended audience is composed of graduate students and professionals in ecology and
related fields, including evolutionary biology and environmental sciences. We assume
that readers have an introductory background in statistics, covering most of the topics
in Gotelli and Ellison (2004). This includes probability, distributions, descriptive statis-
tics, hypothesis testing, confidence intervals, correlation, simple regression, and ANOVA.
Other sources you may find useful for filling in your background as needed are Under-
wood (1997), Scheiner and Gurevitch (2001), Quinn and Keough (2002), Crawley (2007),
Zar (2010), and Cox and Donnelly (2011).

Having read the previous paragraph, don’t panic! We assume familiarity with these
methods, not encyclopedic command. We generally assume that you have taken no more
mathematics than an introductory calculus course. We do not expect that you remember
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INTRODUCTION 13

the computations used in that course, but recalling the basic concepts involved in log-
arithms, exponentials, derivatives, and integrals will be a big help to you. Almost any
introductory calculus text is adequate for a refresher, but if you want a text with a biolog-
ical motivation, use Adler (2004) or Neuhauser (2010). Most chapters in this book are still
readable if you choose to skip mathematical sections.
Readers can get a fair amount out of this book even if they have no knowledge of the R

language (R Core Team 2014), but most examples are analyzed using this software envi-
ronment. Sorry: we won’t try to teach you how to use R, but there are many books, hand-
books, and web pages that already do this very well. We emphasize use of R because it is
free, open source, used around the world, and works for all major operating systems. R has
become the dominant system for statistical analysis in much of ecology and many other
scientific fields, and is the most popular package among statistical researchers; many new
methods are available first in R. For most examples in the book, usable R code is provided
on our companion web site (http://www.oup.co.uk/companion/ecologicalstatistics).
Thoroughly commented R scripts are provided in downloadable files; the book itself
contains code snippets to explain the process of data analysis. The code is not optimized
for speed or elegance, but rather for transparency and understanding. We are aware that
there are multiple ways of writing code to do the same job and you will see differences in
style and sophistication throughout the book.

How to get the most out of this book

One virtue of this book (compared with others at a comparable level) is that it begins not
with the description and application of specific techniques but rather with the discussion,
in the first three chapters, of concepts that constitute the fundamental building blocks of
the rest of the book. The chapters in the remainder of the book can be understood as devel-
opments of ideas discussed in the first chapters, tied together around unifying concepts.
These include data with special characteristics (chapters 4 and 5), complications of the
statistical linear model (chapters 6, 11–13), combining results from different studies (chap-
ter 9), and combining models in more complex causal models (chapters 8), or correlation
structure of data (chapters 10–13; figure I.2). While it is logical to begin with chapters 1–3
or 1–6 before any of the other chapters, not all of us learn logically; it is certainly possible
to start elsewhere in the book, but we do recommend starting with chapters 1–3, in that
order. In figure I.2, we show the relationship between chapters. Chapters from the top
to the bottom are linked logically and loosely. Horizontally, chapters deal with different
conceptual aspects: correlation structures (confounded effects, spatial, and phylogenetic
correlation); complex variance structures; complex models and data synthesis; and data
special characteristics (missingness, censorship, and truncation).
Most of us, at some point, act as though we believe in the following hypothesis of

learning: if I get a book and just read it casually, I will learn something from it. We have
tested it extensively and it is literally true: if you read bits of this book casually, you will
probably learn something. But you won’t learn very much, and you won’t learn it very
quickly. To get much from it, you need to read the chapters carefully enough that you
can explain the main ideas to someone else (always an excellent way to see whether you
understand something). Moreover, you need to work examples—either the examples the
chapter contributors provide, or examples of your own choice. We strongly encourage you
to read the chapters and go through the code carefully. Just running the R code provided
by the contributors won’t teach you much; we recommend users to hack it, take it apart
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14 ECOLOGICAL STATISTICS: CONTEMPORARY THEORY AND APPLICATION

and put it back together again in new ways, because this is the best way of learning R,
statistics, and formal hypothesis/model formulation.

Inevitably, there are important topics the book does not cover. These include multivari-
ate techniques such as classification and ordination (McCune and Grace 2002), regression
trees, etc.; time series (Diggle 1990); compositional analysis; diversity and similitude anal-
ysis; non-linear models; and several techniques related to data mining (Hastie et al. 2009).
These useful techniques are explained well in many books and some are widely used in
ecological research. This does not imply any slight to those methods and, in many cases,
the concepts covered here will still be useful in those other specific contexts.

In sum, we hope that after using this book, readers will have learned how to apply some
new statistical approaches to ecological problems, but also that they will gain the ability
to dissect new or emerging techniques that they encounter in the literature. Sometimes
statistical theory (or our data) is not up to the complexity we confront. For example,
spatial and genetic structure in data usually cannot be assessed simultaneously (and they
are typically confounded). Therefore, we often have to use a good bit of thought and
creativity. Ultimately, we hope that readers will be able to use the methods discussed
in this book to tailor their own statistical analyses. Last but not least, we hope that after
reading this book, you will be confident enough to consult a statistician for more complex
problems than those presented here.

So, take the road, good luck, and enjoy your trip.

Pr
ev

iew
 - 

Cop
yri

gh
ted

 M
ate

ria
l


