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FOREWORD

Intuition vs. analytics

Ihave worked with some deeply brilliant people, and what amazes me most
is the intuitive grace with which they can make the myriad microdecisions
that go into building a product. The way our intuition operates on data we

have already internalized is amazing.
But intuition is, by necessity, often flawed: it is sometimes myopic, based on

past experiences and the people we have spent the most time with, and misses
facts that stick out of the data like sore thumbs.

We have all met the designer who refuses to even consider insights from data,
because “Picasso didn’t need analytics.” But art and data are not in opposition,
and fighting blindfolded is as foolhardy as it is poetic.

Generosity, collaboration, and tooling

When I came to the games industry nearly two decades ago, my favorite aspect
of it was how collaborative all these crazy smart and creative people were.
Everyone was sharing best practices from articles in the Gems book series,
to conferences, to their blogs. Industry legend has it that even competing
companies sometimes shared useful bits of code with each other.

This all enabled so many of us to make great games and great game engines
and ultimately moved the industry forward at the breakneck pace that has made
it so fun and crazy and wild and competitive and innovative and frustrating—
and also the biggest form of entertainment by far.

As we grew up and moved online, data started pouring in—data without end,
and without meaning. But we are smart and resourceful, and the industry has
been adapting and inventing methods to understand and act on this torrent.
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Yet, it has been frustrating that the sharing of game analytics methods has
lagged behind other areas. Too many wheels got reinvented, and the democra-
tization of methods and tools is not quite there.

I hope that this book inspires a generation of toolmakers to bring the industry
forward. Data without code is just a PowerPoint.

Get smart

Finally, whether or not you intend to make use of the methods described in this
book, you can be sure that they will be applied to you. And, in an age where your
data is never really only yours, the best way to safeguard your digital identity is
to wise up about how it will be interpreted and operationalized.

Game Data Science provides an in-depth overview of the techniques and
methods used to extract intelligence from the data that can be gathered from
playing games. The authors are all pioneers in the field of game analytics, and
they offer their experience and insight to bring anyone up to speed with cutting-
edge practices.

That by itself is exciting.
David Helgason

Founder of Unity



OUP CORRECTED PROOF – FINAL, 1/9/2021, SPi

CONTENTS

How to Read the Book xv

1. Game Data Science: An Introduction 1

2. Data Preprocessing 33

3. Introduction to Statistics and Probability Theory 59

4. Data Abstraction 83

5. Data Analysis through Visualization 107

6. Clustering Methods in Game Data Science 133

7. Supervised Learning in Game Data Science 179

8. Supervised Learning in Game Data Science:
Model Validation and Evaluation 219

9. Neural Networks 239

10. Sequence Analysis of Game Data 265

11. Advanced Sequence Analysis 307

12. Case Study: Social Network Analysis Applied to In-game
Communities to Identify Key Social Players 345

13. Conclusions and Remarks 367

Appendix A: Games Used in the Book 379
Index 387



OUP CORRECTED PROOF – FINAL, 31/8/2021, SPi

CHAPTER 1

Game Data Science:
An Introduction

You may have heard of the term game analytics or game data science.
In fact, you may have even picked up this book due to the use of the
term in industry or academic circles. Game data science has become

a cornerstone of game development in a very short period of time. In fact,
back in the 1990s, no one would have thought that game data would become
a field of study and innovation in game research and industry. Back in the
1990s, we were still working on developing better graphics, development tools,
and design practices. Fast forward to now, game data science is emerging as a
very important field of study due to the emergence of social games embedded
in online social networks. The ubiquity of social games gives access to new
data sources and has an impact on important business decisions, given the
introduction of freemium1 business models.

Game data science is a broad domain covering all aspects of collecting,
storing, analyzing data, and communicating insights. It can support any aspect
of design and development, and it is not only about player behavior, although
that is certainly an important part of the process. With a mature data sci-
ence framework in place, companies have the instruments to gain objective
knowledge about workflows and competitors, understand their communities
and players, improve development processes, increase retention and revenue,

1 Freemium is a monetization strategy where the barebone service is provided for free but
customers are expected to pay for additional elements such as vanity items, in-game currency, and
faster cooldowns.

Game Data Science. Magy Seif El-Nasr, Truong Huy Nguyen Dinh, Alessandro Canossa, and Anders Drachen, Oxford
University Press. © Magy Seif El-Nasr, Truong Huy Nguyen Dinh, Alessandro Canossa, and Anders Drachen (2021).
DOI: 10.1093/oso/9780192897879.003.0001
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and build capacity to offer games for free to customers, as we shall talk about
more below.

Game data science fundamentally aims to add data-driven evidence to sup-
port decision-making across operational, tactical, and strategic levels of game
development, and this is why it is so valuable. It allows researchers and the
industry to move away from guesswork and make decisions based on carefully
collected, curated, and analyzed data.

Game data science is the subject of this book. After reading this book, you
should have a clear understanding of the current standard methods and tools
used to analyze data collected from games. As the knowledge and practices
in game data science are expanding rapidly, the ideas, methods, and tools
presented in this book will also likely expand as new solutions become avail-
able. This book provides an introduction to the foundational approaches and
theories that will help you understand current and future approaches of game
data science.

With this introductory chapter, you begin your journey in the field of game
data science. In particular, this chapter will provide a high-level panoramic
introduction to the processes used to analyze and make sense of game data and
suggest actionable information with the scientific method as a base process.
Unlike other chapters in this book, this opening chapter does not contain
practical labs. The material discussed is conceptual, providing you with the
basics as you embark on the journey of understanding and practicing game
data science.

1.1 What is game data science?

Fundamentally, game data science is the process of discovering and commu-
nicating patterns in data with the purpose of informing decision-making in
different domains, such as business or design, in the context of games. As such,
game data science includes many types of analyses, such as summarizing the
number of active players within a certain time unit, predicting when players
will stop playing a game, or evaluating the performance of servers.

In our previous book, Game Analytics (Seif El-Nasr, Drachen, and Canossa,
2013), we used the term game analytics rather than game data science to
denote the process of analyzing and applying data collected throughout the
development process. Here, we adopted game data science rather than game
analytics for several reasons, most importantly, because analytics in many
communities relates to business intelligence or making decisions about business
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aspects using data. Therefore, there is sometimes a confusion about whether
game analytics refers only to the application of data science to inform decision-
making for traditional business purposes or if it also covers the application of
data science to inform design processes. Because the application of data science
to inform design is a large part of this book, we, therefore, will use the broader
and more inclusive term of game data science. The way we use this term denotes
the breadth of the field of knowledge discovery using data collected through
the game design, development, and post-launch production processes.

Game data science, thus, overlaps substantially with other data-informed
processes in game development, including Games User Research (GUR)2,
business intelligence as it is applied in the games industry, and marketing and
brand research. While there is much ongoing discussion in the community
about what exactly game data science is and is not, in this book, we will adopt
an inclusive viewpoint, rather than trying to set limits around the term.

To summarize, game data science is the term we use collectively for the
process of providing data-driven evidence for decisions made at various parts
of the game design, development, and production processes. You can apply the
tools and techniques of game data science across virtually any aspect of the game
design and development processes.

1.2 What is game data?

A great variety of data can be collected, stored, analyzed, and leveraged to
gather intelligence throughout the lifetime of a game title or game company.
Typical sources of data include behavioral data from games, information from
advertising partners and other third parties (i.e., social media platforms), and
data collected from infrastructure (such as servers), the development process
itself, marketing, and user research.

These varied sources of data can be used in many parts of the production
process to inform game design and development, including understanding
or optimizing developers’ workflow during production, optimizing server
performance after release, and testing to identify bugs or player engagement.
While evaluation of technical infrastructure and platform compatibility can

2 Games User Research (GUR) is a field of study that focuses on understanding user behaviors,
needs, and motivations by analyzing how the design of a certain application or game impacts its
audience. As you will see in the history section within this chapter, researchers working in this area
are also tightly coupled with game analysts as some of the processes used by games user researchers
also use game data.
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provide substantial data sets that are important to the operation of a game, in
this book, we will not focus on this topic as the intersection between software
engineering and data science deserves its own book.

In this book, we will focus on player data. The data examples and practical
exercises you will find throughout this book will use player data. This is because
player data is, by far, the most commonly used and available source of data in
game data science. There are different forms of player data, including behavioral
data collected in real time as players play the game, and player preference or
statistics, such as how many games they played and their ranks or scores. The
behavioral data collected in real time is often called behavioral telemetry.

Behavioral telemetry, in a more general sense, is data that we constantly
leave as trails through all the actions we perform in our daily life: borrowing
books from a library, visiting websites, purchasing a house, working as a
middle manager, or vacationing in Southeast Asia. Whether we drive a car,
a motorcycle, or a rickshaw, almost any action we take in the public space
can represent a syllable of a longer sentence that contributes to composing the
narrative of our lives. The digital trails we leave behind are even easier to collect.
The way we use our phones creates a constantly evolving representation of who
we are.

Telemetry basically means data collected from afar. In the context of games, as
people play a game, we can collect data about what they do in the game, down
to the press of a button or movement of a mouse, if so desired. This type of
user data is commonly collected across the IT sector. The process of collecting
and storing telemetry data is easier than ever due to cheap and large storage
solutions, pervasive device connectivity, and instrumentation of software and
hardware.

Within digital games, the trails can be so detailed and complex that they
reveal aspects of player personalities, motivations, and experiences through
the actions and decisions taken when playing, declared or inferred preferences,
movement patterns, and the relationships players build. Behavioral telemetry is,
within the scope of behavioral data, the most common source of information
we have and certainly the most voluminous. Behavioral data allows us to move
beyond finding patterns in data to begin drawing inference about the meaning
behind digital actions. Understanding why players do particular things or
behave the way they do is valuable. It can be readily applied to evaluating and
informing design, user experience, and monetization.

The games industry has invested, especially in recent years, considerable
efforts to establish expertise, implement tools, and build processes that can
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leverage the knowledge extracted from analyzing the trails of data that players
leave behind. The methods—the toolset of a game data scientist—in many
ways leverage the knowledge and methods that already exist, pioneered in
the rise of big data, data science, and Artificial Intelligence (AI). However, it
is important to realize that game data science often ends up drawing upon
knowledge in fields, such as design, psychology, sociology, information systems,
user experience, or user research, when it comes to informing what analysis to
run on player data, how to interpret the results of such analyses, and, perhaps
more crucially, how to translate the results into action.

Though knowledge and analytical approaches have grown rapidly, at the
time of writing this book, game data science is in many ways still in its infancy.
There are no set standards or definitions of metrics, and much of the available
knowledge is locked away due to the inherent (proprietary) value in data. On
the positive side, this means that now is an exciting time to work in game data
science. It also means that there is an ongoing challenge in developing tools and
methods that can leverage expert knowledge to analyze and make sense of such
vast amounts of data and ensure that new knowledge informs decision-making
that translates into action.

1.3 Advantages of game data science

The benefits and advantages of integrating game data science in game devel-
opment are many and far-reaching. With a mature data science framework
in place, companies have the instruments to gain objective knowledge about
workflow and server workload as well as gain knowledge about their players,
gather insights into which elements of a certain game are most popular, and
figure out at what point players stop playing. In addition to insights into design,
the games industry utilizes knowledge gained from data to increase revenue
and improve player experience. Together, these two issues drive business and
development decisions since the vectors for monetization and player experience
are aligned. A better user experience turns into higher sales and higher player
retention.

In the realm of academic game research and serious games3, the application
of game data science has gained substantial momentum, as it allows companies

3 A term used to describe games developed for purposes other than entertainment, such as
training, promoting health, citizen science, or psychological experiments.
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and researchers to analyze the relationship between player or user behavior
and the outcomes of such behavior, e.g., increased awareness of a topic, health
benefits, or learning. The discoveries being made using data-driven techniques,
such as in the field of learning analytics, have major implications for education
and health. Citizen science and crowdsourcing games also rely on such methods
to increase awareness, retention, and motivation.

1.4 The historical context for game
data science

Game data science is in many ways a relatively young domain—especially
viewed through the lens of academic research. However, the application of data
science methods to data from games or from game companies has expanded so
fast and evolved so rapidly that it is easy to overlook the fact that, a decade ago,
using machine learning algorithms on game data was largely unheard of. The
history of game data science can thus be thought of as being shallow but broad.

In general, there are several challenges to mapping the history of game
data science. First, the substantial amounts of knowledge generated are not
recorded anywhere that is publicly available. Companies invest resources in
business intelligence, and the results are often treated as confidential due to
their business value. Similarly, early academic research in the area is published
across a dozen or more domains and thus is extremely fragmented. Second,
there has been a substantial parallel growth in different sectors and countries,
and thus it is hard to say when a specific technology was developed or how it
influenced the development of the field. Third, any account of the historical
perspective will naturally be biased by the specific area of focus or community
that the author comes from.

To highlight the challenges in developing a historical overview of game
data science or aspects of it, we have included an exercise specifically on this
topic (see exercises below). In this section, we will focus on discussing some
of the factors that we think has affected the growth of the field as we see it,
acknowledging that we have our own biases.

There are several waves of innovation within the field of technology and
games that have facilitated the development of game data science. The obvious
technology innovations include the development of personal computers, the
Internet, the development of platforms, such as Facebook and Steam, the growth



OUP CORRECTED PROOF – FINAL, 31/8/2021, SPi

GAME DATA SCIENCE: AN INTRODUCTION | 7

of server and database technologies, computing capacity, and machine learning
as well as the recent developments in deep learning. Below, we discuss some of
what we think are important landmarks that led to the development of game
data science as it stands today.

1.4.1 The rise of the MMOG

There are accounts, from very early game titles, of player data being gathered.
However, prior to the introduction of first Multi-User Dungeons (MUDs)
and then Massively Multiplayer Online Games (MMOGs), the application of
such data as an external process, toward informing design, systems, virtual
economies, and other aspects of the game world, has been fragmented at best.
With MMOGs, such as Ultima Online, there emerged a need for monitoring
a persistent game world, its user base, and how that user base might even
engage in out-of-game trading (e.g., selling Ultima Online characters). MMOG
economies were designed and tested, and accounts, such as the one by Simpson
(2000), show that game data informed part of such development, albeit at
a simpler level than the kinds of economic analyses that are often run on
contemporary MMOGs.

On the academic side, early analytical work on MMOGs was developed in
parallel with such work in the industry. MMOG economies and their analysis
were given substantial visibility by Castronova, who published work about
Everquest in 2001 documenting how synthetic worlds and their economies
operate, concluding that the Gross National Product (GNP) of these early game
worlds could rival some real-world countries (Castronova, 2001). From this
and other contemporary works—e.g., by Williams et al. (2011), Ducheneaut
et al. (2006), Yee (2006), and Dibbell (2006), as well as the release of Second
Life and other virtual worlds—broad public attention has emerged on the use
of game worlds and the opportunities they provide as tools to analyze player
behavior. This was turbo-charged with the release of World of Warcraft and the
impressive subscription numbers it reached, bringing Massively Multiplayer
Online Role-Playing Games (MMORPGs) into public consciousness, at least
in the Western world; Lineage and Guild Wars, in Asia and beyond, also
deserve credit.

With the emergence of early analytical work on games during the years
2003–2006, suddenly, many researchers realized that virtual worlds provided
fertile spaces for research across economics, behavioral science, psychology,
network latency, and more. Around these years, some early works surfaced
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across industry and academia that showcased how in-game player behavior
could be analyzed for various purposes. There were also many examples of how
players themselves mined the games for data, e.g., to build online guides and
sites about quests or resource harvesting. In general, there existed a degree of
data access in MMOGs and in other games that was not often seen in other data-
heavy IT sectors. It should be noted that the analytical methods at the time were
still largely confined to statistics and (simple) economic modeling.

1.4.2 Social network games

Another angle on how game data science emerged is the rise of online social
network platforms, such as Facebook. The proliferation of social networks led
to the emergence of a new type of game, the Social Network Game (SNG)
(Alsén et al., 2016). SNGs could tap into social network data and use free-to-play
strategies to drive monetization, breaking with the traditional retail sales mod-
els. Due to the abundance of data available from the social network platforms,
and the requirement to monitor in-game behavior due to the monetization
strategy adopted, SNGs had a built-in imperative for analyzing player data. This
urgency brought analytics (Seif El-Nasr et al., 2013) to the forefront of the games
industry by around 2007–2010. Terms such as monetization, funnel analysis,
onboarding research, First-Time User Experience (FTUE), and others started
becoming commonplace. In 2011, one of the first books addressing this market
was published, which included a list of important monetization metrics, such
as Daily Active User (DAU) and Average Revenue Per User (ARPU) (Fields and
Cotton, 2011).

1.4.3 Democratizing data collection

A factor arising by around 2010 onward was the democratization of metrics
collection. Thanks to technological innovations outside the games industry
and the emergence of numerous start-up companies that provided Software
as Service (SaaS) analytics platforms, such as DeltaDNA, Game Analytics,
Swrve, Ninja Metrics, and, later on, Yokozuna Data and others. Such platforms
provided tools and case studies showing the analytics process, which unpacked
the process of collection and analysis of behavioral telemetry. Several articles
published in tech magazines discuss how companies, such as Wooga, Zynga,
Microsoft, and Ubisoft, use telemetry data, giving us more examples and case
studies on how an analytics process is implemented.
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1.4.4 Games User Research (GUR)

Around the same time that SNGs made their first appearance, GUR started to
become a main part of the game development process. The history of GUR
is documented in Drachen, Mirza-Babaei, and Nacke (2018) and Isbister and
Schaffer (2008). It is interesting to note that the application of behavioral
telemetry to inform game design within the context of AAA4 games was driven,
to an extent, by user research. In the mid-2000s, Microsoft’s User Research
division took game user testing seriously, adapting techniques from the domain
of Human–Computer Interaction (HCI) and developing new ones to specif-
ically work in the user experience-focused game environments. To the new
field’s benefit, Microsoft, Bungie, and other companies discussed their work
and methods, e.g., in Thompson’s famous Wired article in 2007 (Thompson,
2007). Amaya et al. (2008) notably detailed the work of Microsoft User Research
that integrated user research with automated recording of user behavior. Impor-
tantly, this research and the ideas it propagated enhanced the role of behavioral
telemetry as a useful source of knowledge. Around the same time, leading up
to 2010, several key blog posts, white papers, and presentations at the Game
Developers Conference showcased how the industry at large was exploring
game data science and building new technologies, methods, and ideas.

An important milestone in GUR and its influence on game data science is
the start of the International Game Developers Association’s Game Research
and User Experience Special Interest Group (GRUX SIG) in 2012. This spe-
cial interest group started organizing and connecting games user researchers
across industry and academia, building summits, and facilitating knowledge
exchange. This incredibly welcoming community had a significant effect on
GUR and, by extension, game data science. The group today counts more
than 2,100 members worldwide and hosts multiple annual summits (see GRUX
SIG, 2015).

1.4.5 Games as a Service

More games developed in the past few years have focused on being online
and persistent, with downloadable content, patches, and updates extending
the lifetime of these games. Having a Live Operations (LiveOps) team for

4 AAA titles are games that typically have a higher marking and development budget.
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mainline titles is commonplace for such games. This then created a shift in
the development model where the design and development process started
to incorporate data as an integral part of the process to allow design tuning
based on player’s behaviors as evidenced in the data. Mellon’s (2009) report
outlined this need more clearly and described how telemetry is applicable
to the development of games, outlining the importance of performance and
production as well as player metrics.

1.4.6 Rise of machine learning and game data

With the availability of data from commercial titles, academic researchers
started to explore the application and development of different machine learn-
ing methods to apply to game data. The years 2007–2012 saw a wave of
papers that applied data science and data visualization to behavioral telemetry.
Drachen, Canossa, and Yannakakis (2009) and Drachen and Canossa (2009a,
2009b) showcased for the first time in academic research the application of
machine learning on AAA titles’ behavioral telemetry and geospatial visualiza-
tion of player behavior beyond heatmaps. The goal was to build behavioral pro-
files of Tomb Raider: Underworld players using machine learning approaches.
While behavioral profiling is commonplace today, a decade ago, the technical
infrastructure was often lacking and cloud computing was very different. There
was also a general challenge to find data scientists who understood games.
There is a lot more research that could be highlighted for this period. For a
more complete resource, refer to Ben Medler’s PhD dissertation that summa-
rized the history of the field at the time and also highlighted how analytics/data
science can be applied in AAA productions (Medler, 2012).

The years around 2010–2015 saw a massive upskilling of the maturity of game
data science in the games industry. At this point, data is not just collected from
players but also from server infrastructure, production, and other aspects of
game development. All such data form part of the framework of game data
science. At the same time, thanks to distribution platforms, such as Steam, it
became possible to analyze player behavior across multiple games for the first
time (e.g., Sifa, Drachen, and Bauckhage, 2015). Furthermore, the sophistica-
tion of game data science methods evolved rapidly following the appearance of
deep learning. The proliferation of academic research in the area also increased
sharply around this time.

It is also worth mentioning that the emergence of research on esports, which
is stronger than ever now, was based on giving the community open access to



OUP CORRECTED PROOF – FINAL, 31/8/2021, SPi

GAME DATA SCIENCE: AN INTRODUCTION | 11

data through Application Programming Interfaces (APIs) (see examples from
DOTA, DOTA 2, and League of Legends). Esports data was adopted by the
community, and numerous independent services and sites were set up to feed
data to the players and audience. To this day, a substantial fraction of research in
games is based on freely available data from billions of recorded esports sessions
(Block et al., 2018).

However, the data science methods and capacity at the time were unevenly
distributed across the industry, with larger companies and publishers having
more resources to invest in these new technologies. Companies, such as Zynga,
Wooga, Ubisoft, Microsoft, Valve, Blizzard, Nordeus, and others, built up
game data science pipelines and showcased their new innovations (apologies
to relevant companies not listed here). Around this time, data sets became
widely available, driving academic research and competitions, for example,
on Kaggle—a platform that is used to hold competitions and challenge data
scientists in the hopes of developing new data analysis methods (Unman, 2017).
Increased collaboration across academia and industry further drove innovation.

1.4.7 Today

Today, the application of machine learning to analyze player behavior is com-
monplace, and, while not exactly ubiquitous across the games industry, it is
within reach of almost everyone, thanks to a proliferation of new tools. There
remains a strong need for expertise to apply data science methods in the context
of games. However, the barrier to entry has never been lower, and combined
with the availability of data, game data science is now more accessible and useful
than ever before. There are regular game data science events organized in the
US and Europe, and data science has become a common topic in talks and
presentations at events and conferences. This mirrors the general development
in big data, analytics, and AI, which have impacted virtually every single sector
in the past decade.

Some of the main challenges we face today are not technical, but rather focus
on communication, with questions on how to explain the results of analytical
processes, visualize, and tell stories with data in a way that cultivates knowledge
and enables well-reasoned decisions. This same challenge is recognized across
the IT sector and beyond, e.g., in finance, energy, and intelligence.

In summary, while there is much work in academia, innovation and research
in this field are happening mostly on the industry side. The number of
analysts/game data scientists in the games industry now outnumbers the
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number of academics working in this area. However, the games industry still
faces many constraints, including limitations and constraints in regard to time
to do basic research or long-term work on game data, and thus there is a lot
that the academic community can undertake and contribute toward, beyond
just applying already existing techniques.

1.5 The process of game data science

Switching from history, let’s now talk about how you derive knowledge from
data. To derive knowledge from data, you can adopt the scientific method—a
method that has been studied and discussed for thousands of years. Principles
of empirical observation and experimentation have been around at least since
the Ancient Greeks. The modern principles of empirical science were born
from the natural sciences in the seventeenth century.

The scientific method describes a specific process through which knowledge
is generated to ensure that it is testable and falsifiable. It is of paramount
importance that the conclusions we draw from data are as valid as possible.
If we make guesses or know of biases in data sets, we need to state this clearly.
The scientific method prescribes several steps and considerations that must
be followed in order for the knowledge that it generates to be valid, falsifiable,
and generalizable. Valid broadly means measuring what we are intending to
measure, falsifiable means that we should be able to apply the same method
to a similar data set and achieve the same result, and generalizable means that
we can generalize from a specific data set or sample to the population we are
interested in saying something about. These brief definitions simplify many
underlying complexities for the sake of brevity here, and any data scientist
needs to understand the principles of empirical science in more depth.

In this book, we are making the assumption that you already know about the
fundamental aspects of empirical and experimental research. If you have any
doubts or would like a review, there are good books on this topic, e.g., Field and
Hole (2002); see the bibliography section for more references.

In data science, the scientific method has been adapted to the analysis of
data via a framework referred to as the Knowledge Discovery Process. Within
the process of knowledge discovery, there is a constant shift between inductive
and deductive reasoning and the particular algorithms used throughout the
process. In deductive reasoning (top-down), a particular conclusion is reached
from a general set of rules or a theory. In inductive reasoning (bottom-up), the
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conclusion is reached from specific observations that can then be generalized
to abstract rules or theories. Both approaches are necessary. Inductive reason-
ing is more open-ended and exploratory, useful especially at the beginning
of the knowledge discovery process, during exploratory analyses. Deductive
reasoning, on the other hand, is narrower and more concerned with testing or
confirming hypotheses, useful later on in the process as a confirmatory analysis.
Throughout this book, several methods will be introduced for both types of
processes.

Figure 1.1 shows both processes within the context of the scientific method.
As the figure shows, this method comprises several important steps. For deduc-
tive reasoning, you start from theory deriving some hypotheses (in the order of
Steps 7, 1, 2, and then 3). This process is where you use theory from psychology,
sociology, or other disciplines to define some variables and collect data. These
are observations you see at Step 1. You then run analysis to generate some
questions that will allow you to generate some hypotheses, going from Steps
2 to 3. Once the hypotheses are generated, you can collect data and run analysis
to accept, reject, or refine such hypotheses (Steps 5 through 7). For inductive
reasoning, you start with some observations of the data (Steps 1 and 2), which
help you frame questions that formulate hypotheses. As you can see from the
figure, this is an iterative process, where you can derive new hypotheses that
you can then try to validate through experimentation and so on.

Observations

General Theory

Run Analysis

Gather Data Make Predictions

Hypothesis

Question From
Observations

Refine,
Reject, or

1

7

6

5 4

3

2

Expand
Accept

Figure 1.1 An example of the scientific process.
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Attribute
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Data
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Metrics
DevelopmentVisulization

Analysis and
Evaluation

Figure 1.2 Applied process of Knowledge Discovery through game data. The figure is
reproduced from Seif El-Nasr et al. (2013) with permission from Springer.

In 2013, we reformulated the knowledge discovery process for game data
science (Seif El-Nasr et al., 2013), as shown in Figure 1.2. Specifically, the
method consists of the following:

• Attribute definition consists of defining the objectives of the discovery
process, framing the observation, and deciding where to direct, what
we think of as, the inquisitive gaze. This initial step consists of selecting
variables and defining tracking strategies: for example, monitoring the
number of times players die. Later, these variables will inform the
creation of metrics and Key Performance Indicators (KPIs), which we
will discuss later.

• Data acquisition denotes the process by which data is collected through
a game telemetry system, i.e., a system that collects all gameplay logs
or system logs. Typically, code has to be written to collect the relevant
variables defined in the attribute definition step and store it locally or
remotely in a database or data file (formats can differ, but common
formats are JSON and CSV). For example, one can track all death
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events and record them by adding a log message every time a death
event is triggered to a log file or a database. In this book, we will not
discuss this process, but we will assume that data has been collected
and concentrate on other parts of game data science.

• Data preprocessing is the process by which data is checked for con-
sistency and cleaned before it can be analyzed. For example, we will
need to get rid of empty values or erroneous values that may have
been entered or logged. Some of these issues may arise because of
errors in the game system or players performing an unexpected action.
Sometimes, empty values can also occur due to unexpected lags or
inactivity. Chapter 2 details this part of the process.

• Metrics development is the process where we can construct meaning or
abstractions from data. Low-level action data is thus transformed into
features and metrics. If you are using a deductive approach, you can
formulate these metrics using your hypotheses. For example, the cal-
culation of a metric for death ratio and kill ratio, as well as performance
metrics, can help inform a hypothesis about kill ratio and performance.
Chapter 4 will delve deeper into this process discussing knowledge-
based construction of such metrics (as denoted by the example) as well
as algorithmic abstractions through dimension reduction techniques,
also defined in Chapter 4.

• Analysis and evaluation are used to accept, reject, or refactor hypothe-
ses. In this part of the process, it is possible to develop a predictive
model and even generalize it into a theory. It is also possible to develop
several models from data using an inductive approach. This process is a
lot more involved, and many techniques can be used, such as inferential
statistics (see Chapter 3), machine learning (Chapters 6, 7, 8, and 9),
and exploratory visualization approaches (Chapter 5).

• Visualization is concerned with visualizing data. This can be done as
an exploratory step to understand the data or as a summative step to
present results for the purpose of communication or presentation to
stakeholders. Visualization provides the most efficient way to imme-
diately convey information to the widest possible audience with little
prior knowledge. Thanks to tools, such as Tableau, or libraries, such as
D3, creating interactive visual reports has evolved beyond bar charts.
Some of these techniques are discussed in Chapters 3 and 5.

• Reporting/knowledge deployment. The discovered knowledge is
presented to the relevant stakeholders. Reports need to be immediate,
understandable, interpretable, and actionable. Reports are being
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substituted more and more by interactive dashboards that are fed with
live data. This phase is often the beginning of a new discovery cycle.
We will aim to use visualization in each chapter to show how one can
report results and communicate them.

This model of knowledge discovery has a series of steps for both creation
and evaluation of a theory (or model). Creating a model (bottom-up) entails
finding information, extracting meaning, schematizing, building a case, and
subsequently communicating that information. Evaluating the model (top-
down) involves re-evaluating, finding supporting evidence, finding relations in
the information, or finding basic information. Each stage can loop back or move
forward in the chain.

1.6 Game data science: A glossary

The terminology around game data science is a bit confusing. For many terms
and concepts, the field still doesn’t have an agreed-upon standard definition.
Hence, in this section, a brief glossary is introduced to denote some of the
concepts utilized across this book. We must emphasize that these are our
definitions. While they are based on terminology used in the industry and the
field, there is substantial variance in how they are used, so be prepared for these
differences as you engage more broadly in game data science. Furthermore,
ours is not an exhaustive list of terms, and we anticipate that these terms and
metrics will evolve as the field evolves.

1.6.1 Telemetry, metrics, and KPIs

Telemetry data refers to data collected by a system that collects, transmits, and
stores it over a distance. Telemetry data is usually collected in a raw form, before
it has been manually or computationally processed, and thus called raw data.

Game metrics are interpretable quantitative measures of in-game attributes
or objects. If telemetry data is the information in its most raw form, metrics
imply some interpretation. An example is a player’s total playtime as 15 hours
and 30 minutes.

Key Performance Indicators (KPIs) are strategically selected metrics that
demonstrate quantitatively how an objective has been achieved. KPIs usually
require contextual information to draw conclusions from them and also entail
some sort of ground truth to compare with. For example, knowing that a game
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has 100 Daily Active Users (DAU) is fine, but is it more or fewer than yester-
day? Last week? Last month? And what is the reason for any drop/increase?
While KPIs are adequate for forming a quick impression, analysts should be
cautious on their use and resist drawing conclusions from KPIs that they
cannot support.

1.6.2 Player, performance, and process metrics

According to Mellon (2009), there are three classes of metrics and KPIs: player,
performance, and process metrics (see Figure 1.3).

Player metrics are related to the people who play games. It is possible to view
players as part of a community (relation to other players), as customers (sources
of revenue), or as gameplay generators (agents of behavior). Examples of player
metrics are total playtime per player, average number of in-game friends per
player, or average damage dealt per player. Common analyses include time-
spent analysis, trajectory analysis, or social networks analysis.

Performance metrics are related to the performance of the technical infras-
tructure behind a game. Examples include client frame rate, server stability,
client crashes, number of bugs, and concurrent users (CCUs). Performance
metrics are heavily used in Quality Assurance (QA) to monitor the health of
a game. It is also one of the most mature areas of game data science, because the
methods employed are derived from traditional software performance and QA
techniques and strategies (Seif El-Nasr et al., 2013).

Game Metrics

Process/Pipeline Player Performance

Community

System

Gameplay

In-game

Customer

Interface

Figure 1.3 Different types of behavioral metrics for the categories player, performance, and
process. The figure is reproduced from Seif El-Nasr et al. (2013) with permission from Springer.
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Process metrics are related to the actual process of developing games
and managing the creative process through development methods. In order
to monitor and assess the development process, project managers utilize a
combination of task-size estimation and burn-down charts or measure the
average turnaround time of new content being delivered to the development
pipeline.

1.6.2.1 COMMUNITY METRICS

Community metrics capture the social dimension of players at all resolution
levels, from forum activity to number of friends or groups created or joined.
These metrics are not only useful to community managers but also to the whole
business of games, especially given some recent developments brought about by
games that require a constant online connection.

Games as a Service (GaaS), or live games, refers to games that offer an evolv-
ing, long-term entertaining experience (as the service) for players. They often
have a focus on online competitive multiplayer experiences, but they can also
include other types of game experiences. “Live” refers to all the activities and
interactions created for the game community, including pre- and post-launch
as well as regular updates, new content, and events both in-game and out-of-
game, throughout the game’s lifespan. With the rise of the GaaS paradigm,
designers and producers alike plan games with lifespans of several years.
Such games are kept alive by community engagement activities, managers,
and players.

Social network analysis provides some useful tools for studying both the
structure (modularity) and the sources and distribution of power (centrality
and prestige) in communities by examining the relations of players’ attributes to
other players. Centrality measures give us a way to quantify the different ways
that a node can be important for the whole network. In other words, it helps
identify the nodes occupying advantageous positions in networks of relations.
Prestige is a version of centrality applicable to directed networks. Further,
three basic sources of advantage are degree, closeness, and betweenness, which
describe the locations of individuals in terms of how close they are to the
“center” of the action. Degree is the number of links an actor has with other
actors. The more ties an actor has, the more power they have. Actors with more
ties have greater opportunities because they have choices. This autonomy makes
them less dependent on other actors and hence more powerful. Closeness
measures how accessible an actor is to all other actors. Power can be exerted
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from acting as a “reference point” by which other actors judge themselves, and
by being a center of attention, whose views are heard by larger numbers of
actors. Actors who are able to reach other actors at shorter path lengths, or
who are more reachable by other actors at shorter path lengths, have favored
positions. Betweenness measures the number of shortest paths from an actor to
all other actors. Being between other actors is equal to a structurally advantaged
position and is another measure of actor power in a network.

Modularity is used to examine a network’s structure by detecting the sub-
communities (Newman, 2006). Modularity measures divide the network into
clusters (also called groups or modules) based on whether the number of edges
within clusters exceeds the number expected on the basis of chance. Cluster, or
module, is a region of the network that is strongly connected within (i.e., dense
connections among the nodes within a cluster) and sparsely connected to the
rest of the network (i.e., sparse connections among nodes in different clusters).

1.6.2.2 CUSTOMER METRICS

Customer metrics is a category of measurement that covers all aspects of the
user as a customer, encompassing all forms of financial transactions. These
types of metrics are notably interesting to management, producers, and mar-
keting teams. Example metrics in this category are as follows:

• Active user: An active player is the one who had a session with a game
and made some actions within that session (hour/day/week/month).
DAU, WAU, and MAU refer to daily, weekly, and monthly active users.
The definition of what constitutes an active user can vary and can range
from users active in the last day to a full month.

• Inactive user: A player who has not recently interacted with the game
but is not considered churned, where churned here means left the
game. The specification of what constitutes an inactive user is variable
and can range from users active from a month to date to three months
to date.

• Churn rate: A measure of the number of users moving out of a collec-
tive group over a specific period. The collective group is often the active
user group. The length of the window of time to examine for churn
differs per game and genre, and developing this measure therefore
requires further work with the design team.

• Average Revenue Per User (ARPU): For a game, this is calculated as the
revenue divided by the active users of a certain, specified period. If it
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is calculated per day, the revenue is divided by DAU producing ARP-
DAUs (Average Revenue Per Daily Active Users); if it is calculated per
week, the revenue is divided by WAU producing ARPWAU (Average
Revenue Per Weekly Active Users); if it is calculated per month, the
revenue is divided by MAU producing ARPMAU (Average Revenue
Per Monthly Active Users). While ARPU divides the revenue for all
users, Average Revenue Per Paying User (ARPPU) divides it only by
users who made a payment in the period, showing how much a loyal,
paying user is willing to pay.

• Paying share: This is the percentage of users that have made payments.
• Average Margin Per User (AMPU): This profitability metric is focused

on profit. It is considered a better metric for management as it for-
mulates pricing and marketing strategies and budgets cost items to
maximize the bottom line.

• User Life-Time Value (ULTV): This metric is predictive, attributing
the net profit or revenue, at a moment in time, to the entire future
relationship with the average customer. This projection is based on
previous purchasing behavior in order to deliver the most accurate
result.

• Conversion rate: This is the percentage of users who complete a desired
goal (a conversion) out of the total number of users. The desired goal
could range from trying the demo of a game to purchasing the game,
or from playing for free to making a micropayment.

• Repeaters/whales/premiums: With many games that involve micro-
transactions, it is often observed that the top 10% of an app’s spenders
drive 60% of its total revenue. These high-spending players are often
referred to as either repeaters or whales. Repeaters are generally 5%
of spenders (0.1% of the whole population), and they are identified by
both a large number of transactions and a high amount of money spent
in their lifetime. Knowing how to find and manage high-spending
players is crucial for a game company.

1.6.2.3 GAMEPLAY METRICS

Gameplay metrics include any variable related to the actual behavior of a player
inside the game. Examples include interacting with objects, trading items,
leveling up, navigating in the environment, and combating with Non-Player
Characters (NPCs) and other players. Gameplay metrics are most salient when
evaluating a game, level, and system design; they are fundamental for iterating
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on the initial work by designers and, together, with qualitative insights and
direct observation, are the basis of user experience research. Gameplay metrics
are particularly useful to stakeholders studying players’ reactions to the design
to inform design choices and decisions, such as those made by game designers,
user researchers, and quality assurance managers.

Five types of information can be logged whenever a player does something—
or is expected to do something—in a game:

• What is happening?
• How is it happening?
• Where is it happening?
• When is it happening?
• Whom is it happening to?

For example, during ranged combat, we want to log the event (what: shooting),
the weapon used (how: sniper rifle), the location where it happened (where:
level 3), the time it happened (when: 7 minutes from the start), and who
was involved in the fight (whom: a heavy NPC). Players can easily generate
thousands of behavioral measures over the course of a single game, since
accurate measures of player activity can include dozens of actions measured per
second, flowing from the game client to the collection servers. From a practical
perspective, it can be useful to further subdivide gameplay metrics into the
following three categories:

• In-game gameplay metrics cover all in-game actions and behaviors
of players, including navigation, combat, dialogue choices, inventory,
crafting, and difficulty level.

• Interface gameplay metrics include all interactions that players per-
form with the game interface and menus. This includes setting game
variables, such as mouse sensitivity, monitor brightness, and graphics
details.

• System gameplay metrics cover the actions performed by game engines
and their sub-systems (e.g., AI system, automated events, and NPC
actions) initiated to respond to player actions. An example of such an
event is an NPC attacking a player character if it moves within range.

To sum up, the sheer number of potential measures from the users of a game
(or game service) is staggering. Analysts, trying to manage the data size, will
often identify the most essential pieces of information to log and analyze.
This selection process imposes a bias but is often necessary to avoid data
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overload and ensure a functional workflow in the data science process. Each
of the metrics described above can be tracked adopting one of these three
strategies:

• Triggered event: A log is created any time a prespecified event occurs,
such as these: a user starts a game, a designer submits a bug fix
request, a unit of a game is sold, a player fires a weapon, or buys an
item. Any action initiated by a person or system can form an event.
Telemetry built on triggered events is based on tracking such actions
and transmitting the generated information to a collection server.

• Sampled events (frequency): Continuous variables, which do not have
a clear “on” or “off ” state, could benefit from a different strategy of
collection. Such information can, in fact, be recorded continuously
according to a specific frequency or sampling rate. For example, when
tracking the movement of players through virtual environments, we
could place triggers in front of every room (triggered event) and record
when players enter or just record the x, y, z coordinates of the players’
locations once per second, as a compromise between precision and
bandwidth constraints. A frequency-based strategy is often used when
the attribute of the object being tracked is always present, e.g., a player
character always has a position in the world.

• Analyst-initiated event: Sometimes, the game analyst wants to dynam-
ically enable and disable the tracking of specific attributes, rather than
record an attribute constantly or never at all. For example, it may not
be necessary to record player avatar trajectories all the time, but only
when updates or patches are pushed to the users. Having the ability to
turn on and turn off the recording of specific attributes can be useful
in these situations.

Gameplay metrics are dependent on the individual game, but there are some
KPIs that can be generalized and abstracted across all games and all genres,
independently from the uniqueness of each game. These KPIs are engagement,
acquisition, retention, progression, and player profiles.

1.6.2.3.1 Engagement Engagement refers to the player’s commitment to a
given game. Both the definition and operationalization of engagement vary
widely in the literature, so much so that it is often confused with or identified
as attention, immersion, presence, flow, effort, or enjoyment. A general concep-
tualization of engagement is the notion of presence or a sense of “being there.”
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Traditionally, the measures used to gauge engagement are self-reports, ques-
tionnaires, physiological, and behavioral measures. For the purpose of a data-
driven approach, we define engagement as the degree of activity or attention
someone gives to a game over some period of time. For this reason, playtime
is the key metric. Playtime indicates the duration of time that the players spent
actually playing. It is up to the game designers to define what playing the game
means, as it typically depends on the type of gameplay. Idle time is not counted,
i.e., whenever the player is not using the controller for a given amount of time.
Playtime can be operationalized in different ways.

Days played measures the number of days players played since they started
playing the game for the first time. Days where the player is inactive are ignored.
A day played is a day where the player logged in or played for at least one session.

Average daily playtime is the average number of hours played each active day.
It is computed by taking the sum of total playtime of each player divided by the
number of days played and the number of players.

Average total playtime is the average number of hours played since the launch
of the game. It is computed by taking the sum of total playtime of each player
divided by the number of players.

Distribution of total playtime shows the distribution of total playtime over
increasing size intervals, from minutes to hours.

Evolution of average total playtime shows, on a graph, the evolution over time
of the average total playtime. Each point on the graph is computed by taking the
sum of the total playtime of all players divided by the total number of players.

Evolution of average daily playtime is the average number of hours played
each active day over time. Each point on the graph is computed by taking the
playtime of all active players on a given day divided by the number of active
players for that same day.

Social media engagement can be gauged through community or forum posts.
Nowadays, it can also be computed as a ratio between broadcasters and viewers
of content on platforms, such as Twitch or YouTube.

Session length and frequency are also important to understand engagement
patterns: for how long did players engage in an individual session, how frequent
are the sessions, and what time of the day or day of the week do they play more
often?

1.6.2.3.2 Acquisition Acquisition is a KPI focused on new players; it
accounts for the total number of players on all platforms who started the game
at least once since its launch (Life to Date (LTD). This number includes every
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player, regardless of the time they actually played. Acquisition can also be
measured yearly (Year to Date (YTD) referring to the period beginning the
first day of the current calendar year or fiscal year up to the current date. YTD
information is useful for analyzing business trends or comparing performance
data. The main currency for acquisition is new players. As we have seen above,
a new player is created any time a user starts a play session for the first time.

The first concept to understand in terms of acquisition is the cohort: a group
of new players who share a defining characteristic. In this particular case, that
characteristic is the fact that they all started the game for the first time on the
same day.

Cohort analysis is a subset of behavioral analytics that takes the data from a
given data set and rather than analyzing all users as one unit, creating averages
and means for each variable, it breaks them into cohorts that share common
characteristics within a defined timespan. By analyzing these temporal patterns,
a developer can adapt and tailor its service to those specific cohorts.

Returning user is a user who returned to the game after being considered as
a churned, or discontinued, user.

Conversion rate measures the proportion of people who completed a process
after starting it. It is important to pay attention to what events are considered
as the “start” and “end” of the conversion process defined based on the product.
Typically, for AAA games, the beginning of the process is marked by players
downloading a game demo, while the end is the act of purchasing the full game.
For free-to-play games, the beginning is installing the game, and the end is
marked by the first in-game purchase.

1.6.2.3.3 Retention Retention is a KPI focused on maintaining active players
by assessing how many players remain active within a game and for how long. It
is operationalized as the number of players still active for some N or more days
after starting to play a game for the first time. It represents the number of days
between the player’s first and last session; the first session date is considered as
“Day Zero.” All players with the same Day Zero belong to the same cohort. The
time period examined for retention can be days, or as long as weeks or months.

Churn or Churn Rate (CR) is the percentage of players who have been lost
over a specific period of time. In other words, these are the players who have
stopped playing and, thus, have become inactive. It is calculated as the number
of active players at the beginning of a period (usually a month) minus the
number of active players at the end of the period; the result is divided by the
number of active players at the beginning of a period.
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Retention Rate (RR) is the percentage of customers staying in the game over
time. This metric provides the clearest picture of how well the retention strategy
is performing. It is calculated as the number of active players at the end of
a period (usually a month) from which the number of new players acquired
throughout the period is subtracted, and the result is divided by the number of
active players at the beginning of a period.

1.6.2.3.4 Progression Progression metrics are used to gauge the progress
of players through a game. In order to assess progression, designers need to
identify meaningful progression check points more or less evenly distributed.
It could be the end of each mission or every time players reach a milestone, such
as increasing a level or obtaining specific items. Progression points are highly
game-dependent, and designers should be involved when they are defined.
Representing progression can be done in different ways, but the most used
is a chart showing the cumulative number of players who reached each of
the progression steps. A progression step is defined as an interval between
progression check points; this interval is referred to as a bin. For example, bin 1
is between levels 1 and 5, bin 2 is between levels 6 and 10, etc. The chart in
Figure 1.4 shows the number of players in each progression bin. The calculation
is done on the latest progression event received by each player, with each
progression ordered sequentially.

1.7 Applications of metrics to game
data science

As you can see, with such an extensive list of metrics, you can do many
things from modeling player behaviors, profiling players, predicting win/loss,
or predicting churn, to mention a few examples.

Let’s take player profiling as an example. Given the metrics in the preceding
text, it is not a surprise that different groups of players react differently to the
same stimulus and behave very differently in the same game. It is important
to understand how players differ and in what way they are similar, because a
one-size-fits-all approach to development is not often effective.

Player profiling is the practice of dividing players into groups who are similar
in specific ways relevant to different stakeholders, such as brand, live operations,
or designers. The similarities can be based on the following attributes:
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Figure 1.4 Progression bins for the levels of the game Half-Life 2: Episode Two showing the
percentage of players that completed each level. The figure is reproduced with permission from
https://www.jesperjuul.net/ludologist/2007/11/16/half-life-2-episode-two-stats/.

• Socio-demographics: age, gender, education, occupation, income,
marital status, ethnicity, language, and religion.

• Geography: country and urban/rural areas.
• Psychographics: motivations, personality, needs, values, attitudes, and

interests.
• Behavior: spending habits, frequency, consistency, and duration of

playing behavior.

Different stakeholders have different needs. For example, marketing depart-
ments are interested in socio-demographics, geography, and psychographics;
game and system designers are more interested in behavioral and psycho-
graphics; and monetization designers could be interested in all of the above.
The end goals for any profiling efforts are relative to the stakeholder. For
example, marketing efforts can be tailored to specific groups based on their
player profiles. Designers can shape players’ experience better if they have a
deeper understanding of player profiles, explicitly factoring in their preferences,
needs, and values.

Historically, there have been three approaches to profiling: segmenting,
clustering, and modeling.

Segmenting is the process of putting customers into groups based on similari-
ties. Groups are derived as archetypes or personas through both qualitative and

https://www.jesperjuul.net/ludologist/2007/11/16/half-life-2-episode-two-stats
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quantitative research. Then, players are assigned to such groups based on the
group and players’ attributes. For example, the segment “soccer mom” is defined
as a suburban mother who spends a lot of time taking her children to several
activities. This segment is composed of geographic and demographic proper-
ties: married women with children aged 5–15 years who do not live in cities.

Clustering is the process of finding similarities among players through statis-
tical methods. This process is more data driven and statistical. We will discuss
clustering more at length in Chapter 6.

Modeling aims to predict the value of unseen data based on current
available data. Player modeling attempts to infer cognitive, affective, and
behavioral patterns by creating computational models of players to gain detailed
descriptions of their state. These descriptions help detect, model, predict,
and express the behavior, thoughts, and feelings of players and personalizes
games to their preferences. Furthermore, player models are built on dynamic
information obtained during game–player interaction and are able to account
for ever-changing playstyles. Methods to use in modeling will be discussed
further in the book, especially Chapters 7–11.

Player profiles are extremely useful for contextualizing information. For
example, the average death rate for the whole player population in a certain
area of the game is just a number. But if we split the player population into
“risk takers” and “conservative players” and compare death rates, the results
can provide immediately actionable information: if the two death rates are too
similar, for example, perhaps the game in that area does not provide enough
cover or challenge. The problem is that different stakeholders require different
profiling strategies. To provide the most topical context for data intelligence, it is
advisable to plan for several profiling sets to coexist. For example, a game could
profile players based on their preferred activities if it is an open-world game;
based on their effectiveness at performing tasks and challenges the games offer;
or based on playtime patterns, social activities, money spent, or progression.

Profiling is just one example application of game data science. There are
many other applications and modeling techniques developed by the industry
that display the utility of such a discipline. But in order for you to know how
to make use of game data, first you will need to learn the processes of game
data science, which is what this book is about. Later chapters in the book will
include case studies where you will see how to apply these methods in practice,
which will facilitate understanding the utility and advantages of player profiling,
modeling, and other analytical methods, as well as know the steps to actually
construct such models or apply it to your practice.
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1.8 Your journey begins

You are ready to begin your journey of learning more fully about the different
parts of the game data science process and practice it with game data. The next
chapter, and each of the subsequent chapters, will be supplemented with labs
in which you will be practicing all the concepts discussed. Make sure to have
a laptop or computer ready to begin your practice. Don’t worry about getting
game data or installing R. We will walk you through these practicalities as we go
through the chapters in the book. We will be using several types of data sets, so
you can get a variety of different types of game data to play with. Each chapter
will also include a bibliography section, as well as exercises that you should
read and try out before you move on to the next chapter, as they will only help
crystalize your knowledge and practice.

1.9 Takeaways and important terms

This chapter provided an overview of game data science and contextualized the
field from a historical perspective to understand the evolution of methods and
techniques presented in the book. Further, we examined how game data science
generates new knowledge and insights following the scientific method.

Finally, we present a glossary here, to disambiguate nebulous terminology
and to foreshadow key concepts that will be recurring throughout the book.
Key terms are repeated here:

Game data science is the process of applying methods, practices, and tech-
niques from existing relevant fields such as data science, business intelligence,
geographic information systems, or social network analysis to the specific
context of games for the purpose of informing and supporting decision-making.

Game analytics is historically related to business intelligence, and hence, it
represents a subset of the methods and techniques that collectively form game
data science.

Game telemetry is data logged from game clients and/or servers.
Behavioral telemetry is the specific type of game telemetry that deals with the

second-by-second behavior of players and the interaction between players and
the game.

Knowledge discovery process is a process of finding actionable knowledge
from data. It is achieved using data mining methods (algorithms and visualiza-
tion tools) to extract nontrivial knowledge from a large amount of data.
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Inductive reasoning is a method of deriving general principles from specific
observations, often called bottom-up logic.

Deductive reasoning is the process of reaching a certain conclusion by
analyzing evidence refuting or solidifying a hypothesis, often called top-down
logic.

Game metrics are interpretable quantitative measures of in-game attributes;
a metric always implies some level of abstraction from raw data.

Key Performance Indicators (KPIs) are special game metrics that have been
strategically selected to demonstrate how effectively a player can achieve an
objective.

Community metrics are game metrics that deal with the social dimension of
players at all resolutions, from forum activity to number of friends or numbers
of groups created or joined.

Customer metrics are game metrics that deal with the user as a customer,
taking into consideration all forms of financial transactions.

Gameplay metrics are metrics that deal with the actual behavior of a player
within a game.

Acquisition metrics are a set of KPIs focused toward new players and how
they become engaged with a game.

Retention metrics are a set of KPIs focused on maintaining active players by
assessing how many players remain active within a game for a certain period.

Progression metrics are a set of KPIs focused on the progress of players
through a game.

Player profiling is the practice of dividing and grouping players into sets that
are similar in specific ways.

Segmenting is the process of assigning players to preexisting groups that were
derived from both qualitative and quantitative research.

Clustering is the process of finding similarities and differences among players
based on objective quantifiable measures through statistical methods.

Player modeling is the process of creating computational descriptors that can
account for differences and similarities in players and also can predict the value
of unseen data based on current available data.

••••••••••••••••••••••••••••••••••••••••••••••••••••••••••••••••••••••

EXERCISES

1. What is game data science, and what is its significance?
2. Develop a historical timeline demonstrating the evolution of the field of game data

science. You can take a specific perspective, such as esports or player modeling.
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3. Given a game that you are designing or playing, can you think of what metrics from
the list above or new metrics you would use to understand player engagement or
success of your game? Discuss these metrics with a collaborator to see what metrics
you had in common and what others did your collaborator think of that is different
or can be augmented to your current list?

4. What is the difference between inductive and deductive reasoning given the game
data science process? Would you classify player profiling methods as inductive or
deductive?

5. Given the process of game data science outlined in this chapter, can you develop a
flow graph showing the process you would apply to analyze data from a game you
are currently developing or playing? Be specific on the type of variables you would
collect, processes you would use, and why.

6. How did Steam and Facebook change the way we develop games, and what is the role
of data in this process?

••••••••••••••••••••••••••••••••••••••••••••••••••••••••••••••••••••••
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