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11.1 The only change that needs to be made is to replace the
equation in Algorithm 11.1 by the new equations. The
graphs are left for you to plot.

11.2 The method outlined in the example can be used for 
the Trapezoidal rule by changing the function definition and
the limits. The integral with 20 points is calculated as −1.85,
with 100 points as 0.559, and with 1000 points as 0.5838
which is just accurate to three decimal places. The Maple
integrator calculates 0.58367. Using the Simpson’s rule,
Algorithm 11.6, the answer is 0.5834 and the result is
accurate to three decimal places after 200 points; only 1/5 as
many evaluations as needed by the trapezoidal rule.

11.3 Using Maple based on equation (11.2)

Algorithm 11.6 Mid-point integration
> f:= x-> x^6/(1-x);
n:= 2000: # num points
b:= 3.0: a:= 0.0: # limits
h:= (b-a)/n: # mid-point rule
s:= 0:
for i from 1 to n do # final point n
s:= s + f(a+(i-1/2)*h): # add at 1/2 

value
end do:
s:= evalf(h*s):
printf(“ %s %g “,`midpoint integral
=`,s);

midpoint integral = −202.10

The trapezoid and Simpson’s methods fail with this integral.

Exercise: Evaluate 
0

3

dx. You should find that this 

is a far more difficult integral as the effect of the asymptote is
much more important. Try splitting the range into two
regions leaving a small gap ≈10−3 either side of x = 1.

11.4 Using the algorithms described in the text, and starting
at a lower limit of 10−6, the results with xm = 0.38699 are

Mid-point 0.0166590,
Trapezoid 0.0166632,
Simpson’s 0.0166604,

of which the last is closest to tabulated values of 0.0166604.
(b) At a high temperatures, the upper limit to the integral xm

is small, and consequently the exponential can be expanded
as a series ex = 1 + x − Y making the integral �x2dx in the
limit of small x. The energy is therefore E = 3kBN0T and the
heat capacity, which is the rate of change of energy E with

x
1 − x�

temperature, is CV = 3kBN0 or 3R per mole where R is the gas
constant.

At low temperatures, xm is large and tends to infinity; the
integral is a complicated one to evaluate but can be done

with Maple. The result is 
0

∞

dx = . Note that 

only the limit is changed; x now varies from 0 to infinity so
no approximation to the integral can be made as was done
when xm was small. Using this result, the energy becomes

E = and at low temperatures the heat capacity

varies as the cube of the temperature 

CV =
3

.

The limiting value of the integral, calculated numerically
with xm = 10, is 6.4939, but 700 points in the calculation is
needed to reach 5 figure accuracy with any of the numerical
methods.

11.5 Using a mid-point integration with 200 points, the
integral is calculated as 1.570855, which compares well with
the algebraic value of π/2 = 1.570796.

11.6 Using Simpson’s rule with 100 points in the integration,
the results for a few ratios of energies are

E/E0 limits G(E)
0.1 3.63689 1.808e-05
0.3 2.41987 0.001006
0.5 1.76275 0.01256
0.7 1.23024 0.08995
0.9 0.6549 0.4727

When the energy is low, the ratio E/E0 is small and then 
the probability of tunnelling is effectively zero. Only close 
to the barrier top does the chance of crossing become
appreciable by tunnelling alone. The calculation assumes
that the molecules have exactly energy E. In a molecule, this
can be achieved by laser excitation of a single vibrational
level when the molecule is isolated in the vapour phase.
However if the molecules are thermalized a Boltzmann
distribution of energies will exist. In this case, the chance of
tunnelling has to be weighted with a Boltzmann distribution
of energies and then integrated over all energies.

Doubling m/h to 2 has a very large effect. For instance,
G(0.1) = 3.267 × 10−10 which is ~50 000 times smaller than
when m/h = 1, which means that heavy particles
(molecules or atoms) do not tunnel nearly as efficiently as
light ones do. If a is increased to 2, making the barrier
narrower but of the same height, and m/h = 1, then 
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G(0.1) = 0.00425 showing that, not surprisingly, a narrow
barrier is easier to tunnel through than a wide one of the
same height. These huge differences in probability, illustrate
the exponential nature of tunnelling probability, and
indicate extreme sensitivity to the value of a particle’s
energy, mass and the shape of the potential.

11.7 (a) As the potential is a hard sphere U(r) = 0 if r ≥ σ
then the closest approach is when r0 = d, the diameter of the
sphere. The scattering angle, equation (11.5 and 11.12), is 

χ = π − 2b
∞

d

. Simplifying and using Maple 

the integral is

> b*Int(1/(r*sqrt(r^2-b^2)),r): 
%= value(%);

b dr = −arctan

The upper limit ∞ produces a value of zero, the lower 
limit the result tan−1(b/ d2 − b2) making the scattering
angle χ = π − 2 tan−1(b/ d2 − b2). Simplifying to 
χ = π − 2 tan−1(1/ ) this equation is shown in 
Fig. 11.5, plotted vs d/b.

11.8 (a) The variables in the equation can be separated and
then integrated giving,

ln(y) = sin(t2)dt + c.

However, the right-hand side cannot be integrated
analytically but is known in terms of a Fresnel function,
which is itself an integral and which can only be evaluated
numerically. You could now integrate this integral using
Simpson’s rule, for example, over the range −8 to 8 then use
t0 = 0, y(t0) = 3 used to determine the integration constant 
c which is ln(3).
(b) The results of the calculation using the Euler method
with the code below, together with the solution from part (c),
is shown in Fig. 11.31.

The Maple code now uses two arrays for the y values,
Eulerp and Eulern and also two arrays for the time, one
positive and one for negative times relative to t0.

> dydt:= (y,t)-> sin(t^2)*y; # rhs side 
of eqn

t0:= 0: y0:= 3.0: maxt:= 7.0: 
# initial values

N:= 1000: # number of points

�

d2/b2 − 1

D
F

b

r2 − b2

A
C

1

r r2 − b2�

dr
r2[1 − b2/r2]1/2�

Eulerp:= Array(1..N+1):
dtimep:= Array(1..N+1):
Eulern:= Array(1..N+1):
dtimen:= Array(1..N+1):
h:= (maxt-t0)/N:
print(‘step size=’,h);
yp:= y0: tp:= t0: yn:= y0: tn:= t0:
Eulerp[1]:= y0: dtimep[1]:= t0;
Eulern[1]:= y0: dtimen[1]:= t0;
for i from 2 to N+1 do

yp:= yp + h*f1(yp,tp): # positive time
tp:= tp + h:
yn:= yn - h*f1(yn,tn): # negative time
tn:= tn - h:
Eulerp[i]:= yp; dtimep[i]:= tp;

# positive times
Eulern[i]:= yn; dtimen[i]:= tn;

# negative times
end do:

and to plot make a sequence of each set of data, for instance,

sp:= seq([dtimep[i],Eulerp[i]],i=1..N+1):
pp:= plot([sp]):

and then display(pp,etc); to plot several graphs 
on the same axes. The result is shown in Fig. 11.31 as the
solid line and this fits the accurate values quite well except 
at larger positive and negative times. Using the modified
Euler method improves the accuracy of the calculation;
alternatively, N could be increased with the basic 
method.
(c) Maple can evaluate the differential equation numerically
with the instruction

dsolve(..,numeric, range= ...)

and then odeplot(..); should be used to plot results. The
instructions are

> # start by defining equations and initial
values

> eqn:= diff(y(t),t)= sin(t^2)*y(t);
ivs:= y(0) = 3; # initial values
sol:= dsolve([eqn,ivs],[ y(t)],numeric,
range =-10..10);

sol := proc(x_rkf45) . . .
sol(1); # look at one result

[t = 1., y(t) = 4.091377
# now plot results
odeplot(sol,[t,y(t)],-4..10,
view=[-4..10,-15..15]);

Maple returns the method it uses to solve the equations in
dsolve(..) as rkf45 meaning that a Runge–Kutta method
is used.

Exercise: Change your code to use the modified Euler
method, and then to make a Maple procedure producing a
more adaptable calculation.

11.9 Use Algorithm 11.13 with the potentials U(r) = α/r or
U(r) = αe−βr/r, and choose α and β to be unity. Do not forget
to change the force as necessary in the calculation. In other
respects, the calculation is similar to that in the example. As
these potentials are repulsive the trajectories should avoid
the target atom at large impact parameter and be scattered
like a hard sphere at small impact.

11.10 Using the result of question Q11.7, 
χ = π − 2 tan−1(1/ ), differentiation can be performed
directly, or by using Maple or using the standard result 
d tan−1(x)/dx = 1/(1 + x2). Using Maple gives

d2/b2 − 1
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Fig. 11.31 Euler method with N = 1000 over the range −8 to 8
(solid line). The faint line is the numerical solution from part (c)
also with initial value y(0) = 3.
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> Diff(Pi-2*arctan(1/sqrt(d^2/b^2-1)),b):
%=simplify(value(%),symbolic);

= 

and the differential cross section becomes 

I(E0, χ) =   . This can be simplified further to 

eliminate b, using d2 − b2 = b/tan and 

b2 = d2 1 + 1/tan2

−1

making

I(E0, χ) =
d2 tan

.
2 sin(χ) tan2 − + 1

This complicated expression can be further simplified using
the Maple convert instruction to find the trig relationship
tan(χ/2 − π/2) = −(1 + cos(χ))/sin(χ) to give the

simple result I(E0, χ) = . Naturally, this does not depend

on the angle χ because the interaction between the particles
is that of a hard sphere.

The Coulomb potential produces the deflection angle

(equation (11.12)) χ = 2 tan−1 , therefore

b = α/ 2E0 tan . Differentiating gives 

= − 1 + . By substituting terms and

simplifying the differential cross section becomes 

I(E0, χ) =
2

which is the formula first

derived by Rutherford to analyse the original α-particle
scattering experiments.

If you use Maple to do this calculation by differentiating
the tangent directly, then the result could appear to be
different. It may be given as

I(E0, χ) =
2

which is equivalent to the sine result. You could plot both to
confirm this.

11.11 Use the Verlet algorithm with values as in equation
(11.30). The initial velocity is +10 and is positive so that the
ball is thrown upwards.

> y0:= 30.0: v0:= 10.0: c:= 0.5:
# init values

t:= 0.0: dt:= 0.005: g:= 9.8:
n:= 2000: # numbr points
height:= Array(1..n): 
atime:= Array(1..n):
velo:= Array(1..n): # data arrays
height[1]:= y0: atime[1]:= 0.0: 
velo[1]:= v0:
accln:= -(g + c*v0): # init accel’n
v1:= v0 + accln*dt; # next velocty
y:= y0; yold:= y0-v0*dt: # 1st 2 y values
for i from 2 to n do

ynew:= 2*y - yold + accln*dt^2:
# eqn (11.26)

v:= (ynew - yold)/(2*dt);# veloc eqn 
(11.27)

yold:= y: y:= ynew: # update
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if ynew < 0.0 then # bounce yet?
ynew:= -ynew: yold:= -yold:
y:= -y: v:= -v;

end if:
height[i]:= ynew; # save data
velo[i]:= v:
atime[i]:= t:
t:= t + dt: # new time
accln:= -(g + c*v): # new accel’n

end do:

The height profile is what experience would dictate. The
velocity initially decreases, reaching zero when the ball is 
at its highest point and then increases in a negative sense.
However, the viscosity of the air offers resistance to the ball
and its velocity reaches a maximum downwards (negative)
value just before the ball hits the ground. The acceleration 
of the ball, which is the gradient of the velocity, is always
decreasing. After bouncing, the acceleration is always
changing and never reaches a constant value.

Exercise: Consider the problem of a stone being thrown
upwards at 10 m/s from a height of 50 m and falling
vertically into water. In air, the friction coefficient is 1, 
but 100 in the water. Calculate what happens.

11.13 Using the algorithms in the text the following figure is
produced from which it is clear that both the Euler methods
fail badly in this instance and even the Runge–Kutta fails
when t is large. If the number of integration points is
increased to 1000, the Euler methods improve slightly but
still fail, however, the Runge–Kutta is essentially identical 
to the exact solution.
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Fig. 11.32 Height and velocity of a ball initially thrown upwards
and then bouncing but suffering air resistance proportional to its
velocity.

Fig. 11.33 Comparison of the Euler methods with the
Runge–Kutta and the exact solution, dashed line.
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Fig. 11.36 Numerical solution of equation (11.36) using the Euler
method with 500 points and with the initial values y(0) = 5,
dy/dx |0 = 1 and d2y/dt2|0 = 2.

11.14 The code in the for..do loop has to be changed to
use the modified Euler equation (11.33). In these equations
the derivatives are defined as

> dydt:=(t,x,y)->-(kf*kd)*y + k1*x ;
dxdt:=(t,x,y)->-(k1+ke)*x + kd*y;

The plot shows that as x increases, is it is produced from y,
then decays away with rate constant ke. Equilibrium is set up
between x and y but this does not last as both species decay
with rate constants kf and ke.

11.15 Four rate equations are needed and are,

= −k1[E][S] + k−1[ES], = −k1[E][S] + (k−1 + k2)[ES]

= k1[E][S] − (k−1 + k2)[ES], = k2[ES].

The start of the algorithm is changed to

> k1:= 1.0e-3; km1:= 0.5e-3; k2:= 1.0e-3:
dSdt:= (S,E,ES) -> -k1*S*E + km1*ES;
dEdt:= (S,E,ES) -> -k1*S*E + (km1 + k2)*ES;
dESdt:=(S,E,ES) -> k1*S*E -(km1 + k2)*ES;
dpdt:= (S,E,ES) -> k2*ES;

...

and remember to define the arrays EulerS etc. to hold the
results and set initial values. In the for.. do loop the
increments become

> for i from 2 to N+1 do # Euler method
S:= S + h*dSdt(S,E,ES):
E:= E + h*dEdt(S,E,ES):
ES:= ES+ h*dESdt(S,E,ES):
p:= p + h*dpdt(S,E,ES):
t:= t + h:
EulerS[i]:= S; EulerE[i]:= E;
EulerES[i]:= ES; Eulerp[i]:= p;
dtime[i]:= t;

end do:

The results are shown in Fig. 11.35.
In the figure we see that the product rises to reach the

same concentration as the substrate and that the enzyme E
after initially reacting returns to its initial concentration.
The substrate concentration falls rapidly to begin with, then
more slowly. This is due to establishing the equilibrium
between S + E and ES and therefore ES initially rises rapidly
and reached a maximum and falls because it is slowly lost to
product. The steady state condition is that d[ES]/dt = 0 is

d[P]
dt

d[ES]
dt

d[E]
dt

d[S]
dt

only approximately satisfied with these rate constants after
ES has reached its maximum and extends only to about 
2 seconds. The calculation clearly shows the approximate
nature of the steady state approximation, we assume that 
the gradient is zero but have to be satisfied that it is small.
Notice also that the steady state conditions mean that the
concentration of the species ES need not be small, just that
its gradient with time is small.

11.16 Using the substitution z = dy/dx, the equation becomes

dy/dx = z and = −xz − y + x − 1 which has to be split 

further using w = dz/dx to give

dy/dx = z, dz/dx = w, = −xz − y + x − 1.

Based on the code in Algorithm 11.15, the calculation starts as

> dydx:= z-> z;
dzdx:= w-> w;
dwdx:= (x,y,z)-> -x*z-y+x-1;
x0:= 0.0: # initial x
y0:= 5; # y0 = 5
z0:= 1; # dy/dx|0 = 1
w0:= 2; # d2y/dx2|0 = 2

and in the for ..do the iterations are

> z:= z + h*dzdx(w): # increment z
y:= y + h*dydx(z):
w:= w + h*dwdx(x,y,z);
x:= x + h: # increment x

The result is shown in Fig. 11.36.

dw
dx

d2z
dx2
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Fig. 11.34 Populations of species x and y vs time. Species x
is initially zero and is populated from y. (x is multiplied by 5 
in the figure).

Fig. 11.35 Michaelis–Menten concentration profiles. The
intermediate complex ES is represented by the dotted line.
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11.18 The grid search has the following form
(1) Set initial values of rate constants k1, k2.

Set increments in k1 and k2.
(2) Outer loop 10 values.

Inner loop 10 values.
(i) Calculate equation, compare with data, print

residual.
(ii) Increment k1.
End inner loop.
(iii) Set k1 back to initial value.
(iv) Increment k2.
End outer loop.

(3) Plot results
Although this type of optimization is crude, it is simple to
implement, and for a short calculation is not too time
consuming. It is suitable in this instance, as both the
calculated result and data are in numerical form and the
derivatives with respect to the parameters k2 and k1 needed
for more sophisticated search routines, such as Marquardt–
Levenburg (Bevington 1969) are not available.

Algorithm 11.7 Simple grid search
> data:=[ 1, 3, 7, 25, 72, 222, 282, 256,
233, 189, 123, 70, 25, 11, 4 ];

# 15 data points
k2:= 0.001; k1:= 0.2; # initial k’s
num:= 763; # num individuals
k20:= k2: # save init value
inc_k1:= 0.04; inc_k2:= 0.0004:

# k1, k2 increment
for k from 1 to 10 do # start outer loop

for j from 1 to 10 do # start inner loop
eqns:= diff(S(t),t)=-k2*S(t)*In(t),
diff(In(t),t)=k2*S(t)*In(t)-k1*In(t);

# diff eqns
ivs:= S(0)= num - 1, In(0)= 1.0;

# initial values
sol:= dsolve([eqns,ivs],[S(t),In(t)],
numeric); # integrate
resid:= add((data[i]-rhs(sol(i-1)[3]))
^2/100,i=1..15);
print( k2, k1, resid );
k2:= k2 + inc_k2: # increment k2
end do: # end inner loop

k2:= k20; # reset k2
k1:= k1 + inc_k1; # increment k1
end do: # end outer loop

The differential equations are put into eqns and the initial
values into ivs and dsolve(..) is used to do the
integration. The residual, resid, is only divided by 100 to
make the numbers easier to read. The optimum result is 
k2 = 0.00218, day−1 and k1 = 0.452 day−1. Inspecting the
results shows that many similar values give almost the same

residual values and this is because the data is noisy. It is
reasonable therefore to include errors with the estimated
rate constants. This aspect of data analysis is dealt with in
Chapter 13. Saving the residual data as a matrix and making
a matrixplot()with the contour options allows the
elliptical areas of minimum error to be observed.

Exercise: Improve on this method by checking the size of
the error at each step and so approach the minimum more
directly.

11.19 Comparing with an accurate result produced by Maple’s
internal algorithms, the simple Euler method fails even with
5000 points in the integration and 30 digits of precision. 
The reason is not therefore of rounding errors but that the
approximation to each step of the integral is not good enough.
Using the modified Euler method significantly improves the
calculation but even this fails if t is larger than 10. Using a
more sophisticated Runge–Kutta algorithm even that than
given in the text improves the accuracy of the calculation.

11.20 Following the example in the text, the first thing is to
estimate the parameters. The following code fragment gives
starting values that are close to the optimum.

> k2:= 0.03; # guessed value
k1:= 0.9; # guessed value
dSdt:= (S,In)-> -k2*S*In;# dS/dt
dIdt:= (S,In)-> +k2*S*In – k1*In; # dI/dt
t0:= 0.0: maxt:= 14:
S0:= 100-1: In0:= 1: # initial values
N:= 100:

Using Itot = N − S0e−k2N/k1 over the whole epidemic 93 soldiers
were infected.

11.22 (a) Considering equations (11.49), if the predators 
X do not die naturally then they will clearly consume all the
prey Y and the predator population will rise smoothly to a
constant value and the prey uniformly fall to zero. The
condition k3 << k2Y ensures that the loss of the predator
population X is negligible.
(b) Adding new loss terms to both species gives

= k1Y − k2YX − k11Y

= k2YX − k3X − k22X

Calculating the steady-state populations produces
Ye = Xe = 0 as before, and the second steady-state is 

dX
dt

dY
dt
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Fig. 11.37 Sketch of residuals contours.

Fig. 11.38 The calculated change in S and I populations with data
for infected soldiers with k2 = 0.0282 and k1 = 0.919, S0 = 99, 
I0 = 1.
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Xe = and Ye = . The equilibrium prey

population is Ye and this is increased relative to the case
when k22 = 0 but Xe, the predator equilibrium value, is
decreased. This increase in prey population and decrease 
in predator, is the opposite of what is wanted if the prey 
is a pest, such as aphids, whose population is kept in check
by predators such as ladybirds. Adding a pesticide that
potentially kills everything, causes the prey (aphid)
population to rise and this is sometimes called the 
Volterra effect.

The consequence of this is clear in the numerical
calculations if, for example, k11 = 0.9 and k22 = 0.2, and 
giving the other rate constants the values quoted in the text.
The predator is poisoned and its population periodically
decreases almost reaching zero; the prey is also poisoned 
to a certain extent, but now, not predated, and this allows 
its population to remain relatively large compared to that
without poisoning, Fig. 11.27. Compare also the phase plane
in Fig. 11.39 with that in Fig. 11.28.

11.23 Ye = k3/k2, Xe = k1/k2 = k1y(1 − x) = k3x(y − 1).

Changing the time produces

= y(1 − x), = x(y − 1)

which can be solved as in Chapter 11.8.1.

11.24 The equilibrium points are the solutions to

(k1 − k2X − kdY)Y = 0, (k2Y − k3)X = 0.

The three sets of equilibrium points are;

(Xe = Ye = 0), (Xe = 0, Ye = k1/kd), 
(Ye = k3/k2, Xe = (k1k2 − kdk3)/k2

2)

of which the last pair is the important one. The nullclines are
the equations obtained when dY/dt = dX/dt = 0, hence

Y = k3/k2, X = (k1 − kdY)/k2.

The X nullcline depends on Y because of the Y2 term in the
initial equation. Plotting the populations, calculated using
the Euler method, Algorithm 11.15, shows that these
oscillate but tend towards the last of the three equilibrium
points and produce, after a while, constant populations, 
Fig. 11.40. The phase plane shows the populations spiralling
to this point as if attracted to it. The spiralling occurs
because the amplitude of the oscillations decrease with time
and a single point is reached which is the equilibrium prey
and predator population.

k3

k1

dx
dτ

dy
dτ

dx
dt

dy
dt

k3 + k22

k2

k1 − k11

k2

To explain these results we argue as follows: In the
absence of predators, the initial number of prey population
is less than it could be with the amount of grass present and
would therefore increase to a constant level. If there were no
prey, the predators would die off with a rate constant k3. 
In the actual situation, the predator eats the prey and the
predator population increases and shortly after this, the prey
population maximizes and then falls due to predation. The
predator population also falls as prey becomes scare, because
predators die by starvation. The prey population now begins
to recover, predators being scarce for the time being;
however, it can only increase somewhat because of the
limited food. The predator then starts to catch more prey
because they are now more numerous, and this limits the
prey’s population and the cycle repeats itself. However, the
prey’s population is also limited by the amount of food
(energy) available and it cannot fully recover. This limits the
predator also, for if there are less prey then more predators
will starve. This ‘damping’ causes the oscillations in
population to become smaller and eventually they become
insignificant. They are damped out, effectively, by the
limited food supply, and a dynamic steady-state is reached.

11.26 (a) The rate equations are

dA/dt = k1A − k2A − k3AB, dB/dt = k2A − k4B.

(b) At steady-state either A = B = 0 or

Be = (k1 − k2)/k3, Ae = k4(k1 − k2)/k3k2

and these are the equilibrium points. The B nullcline is the
horizontal line with a value Be, the A nullcline is the straight
line A = k4B/k2.
(c) Using Algorithm 11.15 to integrate coupled equations,
the following graphs, Fig.11.41, were produced with 1000
points in the integration.
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Fig. 11.39 Populations of predator and prey when both are
poisoned with rate constants k11 = 0.9 and k22 = 0.2. The prey
population is increased substantially over that when no
poisoning occurs and the predator population (dashed line) is
greatly reduced. The nullclines are shown on the phase plane.
The unmarked point is at t = 10 the initial point is X0, Y0.
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(d) Initially, A is present, but not B. More A is produced tia
the first reaction and therefore its concentration starts to
increase exponentially. However, B is produced at a rate
proportional to the amount of A present, and B also reacts
with A, reducing A’s concentration. The effect is to cause 
A’s concentration to reach a maximum and then fall. The
concentration of B also goes through a maximum because,
not only is it produced from A and reacts with A, but also it
decomposes with rate constant k4. The concentration of A
reaches a minimum while B is still decaying, and therefore
the term k3AB is small. This allows A to increase again, tia
the first reaction, which causes more B to form and another
oscillatory event is produced. However, B is not zero at the
start of this second event, and this limits the growth of A.
Eventually, a damped oscillating equilibrium is reached. The
spiral in the phase plane occurs because the amplitude of A
and B decreases with time. The nullclines pass through the
maximum and minimum concentrations of each oscillation,
at which point, the phase plane curve is horizontal or vertical.

Exercise: Investigate changing the rate constant k1 and k4.

11.27 (a) With the pendulum inverted the initial angle is π, 
it is only possible to continue until about t = 30 before the
calculation fails with any method and normal Maple
precision. Increasing this with Digits:= 50, this time can
be increased to t = 200 with 5000 points in the calculation
before failure occurs. Failure is sudden and easily observed
because the angle does not remain at π.

Starting at φ0 = 3.0 rads, the Euler and Euler–Cromer
methods continue to produce accurate data, similar to that
in Fig. 11.15, out to t = 1000, even with normal Maple
precision. The Modified Euler method fails badly however.
(b) The velocity vs time most obviously shows non-linearity,
Fig. 11.42 shows this, but it is only clear when the initial
angle is almost π radians. The phase plane plot produced
should be similar to that of Fig. 11.14. The non-linear
motion is apparent when the curves are not circles.

11.28 Reducing the equation of motion to two equations gives

dϕ/dt = t, dt/dt + ft + ω2 sin(ϕ) = 0

which, using Algorithm 11.15, produced the plots shown in
Fig. 11.43.

The time profile was calculated with the pendulum
initially stationary at an angle of 8π/9 radians. The effect of
the friction is clear; energy is not conserved in the pendulum
and it eventually becomes stationary. This type of motion is
called dissipative; the initial energy in the pendulum ends 
up as heat.

Exercise: When the initial velocity is large enough, 0.4 
in this instance, the pendulum can swing over the top.
Eventually it loses energy and cannot any longer do this; it

then vibrates with decreasing amplitude until it comes to
rest. Investigate this effect and convince yourself that
rotation and damping occurs. The plot of angle vs time
exceeds 180° so a correction is needed to constrain this to
±180°. The Maple instruction

arctan( sin(theta),cos(theta) )*180/Pi

will do this. When this is done the angle returns to zero at
long times.

11.29 (a) The equation is split into two parts, one describing
the (angular) velocity t, the other the rate of change of
velocity or acceleration, and which are

dϕ/dt = t, dt/dt + [a/L − ω2 cos(ϕ)]sin(ϕ) = 0.

One pair of equilibrium points when dϕ/dt = dt/dt = 0 are 
t = 0 and ϕ = 0, ±π which is the stationary position; ϕ could
be π radians by supposing that the bar could be moved up
against the shaft, which would then have to be
infinitesimally thin.

The other equilibrium point is t = 0 and ϕ = cos−1 . 

In the case when the pendulum is long or ω high, or both,
then a/Lω 2 → 0 and ϕ → π/2. When the opposite situation
applies, a/Lω 2 → 0, then ϕ → 0 or π. The first condition
means that a long rod will rotate around the shaft in a
horizontal plane with negligible vertical oscillation, whereas
a short rod will tend to hang vertically. In between these
cases, the rod will clearly oscillate up and down while
rotating with the shaft.

The nullclines are t = 0 and ϕ = cos−1 or zero. The

phase plane {ϕ, dϕ/dt} is calculated from

dt/dϕ = −[a/L − ω2 cos(ϕ)]sin(ϕ)/t

which when integrated gives

t = cos(ϕ) − ω2 cos2(ϕ) + 2c.

(b) The constant c can be calculated by defining an initial
velocity t0 and angle ϕ0. Two limiting cases are plotted in
Fig. 11.44. The pendulum has different initial angles and
zero initial angular velocity, except for the outer curve. The
initial angles are from the inside out π/4, π/8, π and π/8, and
a = 0.03, ω = 1 for the left pane and a = 10, ω = 1 for the
right-hand pane.

The motion of a short rod, a/L > ω 2, is shown on the right
of Fig. 11.44 and is similar to that of a normal pendulum.
The period of the pendulum, because it is short, is far faster
than that of the shaft’s rotation, making the latter relatively
unimportant. The curve for which the initial angle is π is the
separatrix which only touches the axis when ϕ = ±nπ where
n is an integer.
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Fig. 11.42 The velocity vs time of a pendulum with different
starting angles in radians.

Fig. 11.43 Left: The time profile of the angle (degrees) and angular
velocity (dashed line), in rad s−1, of a damped pendulum. Right:
The phase plane, angular velocity vs angle, with angle in radians.
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On the left, a/Lω 2 → 0 and is the situation when the rod 
is very long. In this limit, the motion is governed by the
rotation of the shaft because the long rod, thought of as a
pendulum has a very long oscillation period. The curve for
which the initial angle is π is the separatrix which only
touches the horizontal axis when ϕ = ±(2n + 1)π where n is
an integer. This means that the rod is only instantaneously
stationary in the vertical position every other time it is
vertical. When the initial angle is π/2 (or 90°) a long rod
does not oscillate up and down as it rotates and its vertical
velocity is zero. When the initial angle is smaller or larger
than π/2, the rod suffers vertical oscillations as it rotates, and
it does not matter whether it starts almost in a vertically up
or down position, the motion is eventually the same: for
example ϕ0 = 7π/8 or π/8. The outer sinusoidal curve
corresponds to the rod freely rotating in the vertical plane 
as well as rotating about the shaft because it has an initial
velocity 1 and an initial angle of π/8, which together, gives it
enough energy to overcome the potential energy needed to
invert the rod.

11.30 (a) When the angle of the rod from the vertical is
small, then sin(ϕ) → ϕ − ϕ3/6 and cos(ϕ) → 1 − ϕ2/2.
Because the angle is almost zero, the second terms are so
small that they can be ignored making the equation of 

motion + − ω2 ϕ = 0 which has the form of a simple 

harmonic oscillator with a frequency ω′ = . This
produces the phase plane on the right of Fig. 11.44.
(b) For motion around the initial angle, the sine and 
cosine has to be expanded as a Taylor series about ϕ0. The
general series expansion for a function f(x) about a point, 
is (see Chapter 5.6)

f(a + x) = f(a) + f ′(a)x + f″ + Y

where f ′ is the first derivative, f ″ the second. The sine 
series is

sin(ϕ − ϕ0) = −sin(ϕ0) + cos(ϕ0)ϕ + sin(ϕ0) + Y

and the cosine cos(ϕ − ϕ0) = cos(ϕ0) + sin(ϕ0)ϕ − cos(ϕ0)

− Y where cos(ϕ0) = , and by Pythagoras, 

sin(ϕ0) = −
2
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If the initial angle is small because a/L is small, the resulting
equation is the same as in (a), because sin(ϕ − ϕ0) → ϕ and
cos(ϕ − ϕ0) → 1, if higher powers of ϕ are ignored.
(c) Assuming that this is not the case, then changing the
angle to ϕ − ϕ0, gives

+ − ω2 cos(ϕ − ϕ0) sin(ϕ − ϕ0) = 0.

This is a bit of a trick, but is the same as rotating the axis of
the pendulum by ϕ0, which cannot change anything, such as
the energy or period, but makes the calculation simpler.
Expanding the sine and cosine

+ − ω 2(cos(ϕ0) + ϕ sin(ϕ0))

[−sin(ϕ0) + ϕ cos(ϕ0)] = 0.

Substituting for a/L = ω 2 cos(ϕ0), greatly simplifies the first
square bracket giving

+ ω 2ϕ sin(ϕ0)[−sin(ϕ0) + ϕ cos(ϕ0)] = 0.

Simplifying, and ignoring the ϕ2 term, gives

= ω 2 sin2(ϕ0)ϕ

≈ ϕ − ω 2

which is the equation of a simple pendulum of frequency 
ω sin(ϕ0) oscillating about ϕ0. If ϕ0 = π/2, then the frequency
is ω, the same as that of the shaft; when ϕ0 = 0, the frequency
is zero because the pendulum is either vertically up or 
down.

11.31 Splitting the equation into two produces angular
velocity and acceleration as

dϕ/dt = t, dt/dt + [ω 2
0 + hω 2 cos(ωt)]sin(ϕ) = 0.

With the parameters given, the ratio hω 2/ω0 = 30, which
means that the driving term, hω 2 cos(ωt) is going to
dominate the motion. As might be expected if h → 0 or 
ω → 0 the normal pendulum’s motion is observed.

The time profile and phase plane produced are shown in
Fig. 11.16; 104 data points were used with the modified Euler
(second-order Runge-Kutta) method, Algorithm 11.16.

The initial angle means that the pendulum is inverted
starting at 3π/4 ≡ 135°, and when forced by the action of the
piston this angle increases with time; the pendulum crosses
the vertical at a time ≈1.25 and only partly descends to the
other side before re-crossing the vertical again; this motion
repeats ad infinitum. The phase plane shows this oscillation
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Fig. 11.44 The phase plane in two different limits, the abscissa
are plotted as ϕ/π and the ordinate as v = dϕ/dt. Left: The
situation for a long rod a/L << ω2, a = 0.03, ω = 1. The initial
angles, reading from the x-axis out, are, π/4(solid), π/8(dash),
π(solid) and π/8 with an initial velocity of 1 (dash) is the outer 
pair of lines. If the initial angle is π/2 then v = 0 which is a point
on the x-axis. Right: The rod is now very short, a = 10, ω = 1 
with the same initial angles but the outer curve now has an initial
velocity of 8. Notice that the angular velocity v is far larger when
the rod is short.

Fig. 11.45 Left: The time profile of the pendulum’s angle. The fast
piston’s motion is superimposed on that of the slow pendulum.
Right: The phase plane.



20
0.1, 0.2 0.75, 1.75

1, 0.25 0.25, 0.25

180

120

60

0

–60

–120

–180

90

45

0

500 100 150 200

–45

–90

20015010050

10

0

500 100
time

time

time

time

150 200

–10

–20

90

45

0

500 100 150 200

–45

–90

0

Fig. 11.46 Stable and unstable motion described by the Mathieu
equation. The angle vs time is shown and two phase planes
(dϕ/dt, vs ϕ) for stable motion (top) and unstable motion
(bottom). The numbers above the figures refer to h and (ω/ω0)2

respectively.
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centred about π radians. In this example, the pendulum is
initially inverted but only to the extent of 135°. The piston’s
frequency is ten times larger than that of the natural
pendulum; therefore, the pendulum has hardly moved when
the piston has descended by its full amount. This effectively
imparts a rotation (torque) on the pendulum, closing the
angle between the pendulum and the vertical by a small
amount. (It is similar to the effect of starting your car and
going forwards while a door is still open.) When the piston
rises, the pendulum is forced slightly away from the vertical,
but because it is now more vertical that it was, this angular
motion is less than that produced when the piston dropped.
The overall effect is to move the pendulum over the vertical.

11.32 Using Runge–Kutta or modified Euler method, 
two time profiles of the pendulum’s angle are shown in 
the Fig. 11.46 with parameters from (a). Notice the
difference in scale. An angle greater than 180° means that
the pendulum is rotating. The phase plane picture is that of 
an increasing spiral (bottom left). Notice the irregular but
repeatable motion when the pendulum is stably swinging
(top). The appearance of the phase plane shows whether the
motion is stable. If it spirals then the motion is unstable, one
example of each is shown in the figure.

11.33 The stable or steady-state points are calculated when
the derivatives of x and y are zero; (a − x)(1 + x2) − 4xy = 0

and bx 1 − = 0 which produce x = a/5 and 

y = 1 + (a/5)2. The dx/dt = 0 nullcline is y = (a − x)(1 + x2)/4x
and when dy/dt = 0 the other is y = 1 + x2. These are plotted
in Fig. 11.47 together with the trajectory starting at x = 3, 
y = 2 with a = 8, b = 2 and in the right hand figure with a = 10
and b = 2. The time profiles are also shown underneath their
respective phase planes.

With the larger value, a = 10, a limit-cycle is produced.
This means that a persistent oscillation is produced from
wherever on the phase plane the trajectory starts. This can
be seen in the time profile, where the amplitude and period

D
F

y
1 + x2

A
C

of the oscillations soon becomes constant. A (Hopf )
bifurcation occurs in the trajectory as it enters the 
limit-cycle; see Strogatz (1994) and also Haken (1978) for a
detailed discussion of bifurcation. When a = 8 no limit-cycle
is possible and the oscillation in the concentrations, which
are of constant period, die out and the trajectory spirals
towards the equilibrium concentrations.

11.35 Use the shooting method algorithm in the text, 
try different α values until a solution is found. Start with 
a small initial value. The value of y starts at one and
gradually decays to zero at x = 2. Start with α = −10 and 
add 0.1 to this value as the second guess. The resulting 
curve is roughly U shaped.

11.36 Using the code, with a maximum x of 10 and an energy
increment of 0.1, gives the results in table 11.4,

11.37 Using a similar method to the previous question, 
with minimum energy 0 and maximum 10 the eigenvalues
are shown in Fig. 11.48. The lower eigenvalues occur in
pairs, as expected for a double well, and these are hardly
separated at all in energy at small quantum numbers. 
When the potential becomes narrower, the levels interact
more and their splitting becomes clear. Above the barrier,
the levels separate from one another much as in the infinite
square well.

Exercise: Investigate what happens when the barrier
becomes very narrow and then very high and narrow.
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Fig. 11.47 Phase plane with a = 8, b = 2 left and with a = 10, 
b = 2 right. The nullclines are shown in the top figures and the
arrows show the direction of flow. The lower two figures show
the time profiles of ClO2

− and I− below their corresponding 
phase planes.

Table 11.4 Calculated and theoretical eigenvalues of the 
v(x) = −10/cosh2(αx) potential.

n Calculated Theory

0 −7.99990 −8

1 −4.49990 −9/2

2 −2.00000 −2

3 −0.500000 −1/2
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11.38 Following the method outlined in Chapter 11.10.2, the
only change is to the reduced mass making µ/me = 4670.109.
The first four spectroscopic transitions are 0.954, 37.13,
925.34, 963.43. The first and last transitions are closer to the
experimental values, and the other two are further away
than when the ‘normal’ reduced mass is used. This value of
reduced mass does not produce significantly better results
than the usual way of calculating it. However, as it is derived
from a more realistic model these values would be preferred.
(b) In ND3, using the normal definition of reduced mass 
µ/me = 7694.3557. The gaps between the energy levels
compared to the experimental values are shown in the table.
The agreement is quite good. The significantly smaller
splitting between levels is due to the heavier mass of D
relative to H.

11.39 Algorithm 11.20 in the text can be modified to use with
these molecules. The parameters needed can be looked up in
Herzberg (1950) but can also be found in textbooks.

11.40 The ionization energy of the H atom is, hcR∞ = 13.6 eV
where R∞ is the Rydberg. In atomic units, this energy is 1/2,
which is 1/2 a hartree. In atomic units, the lowest level is 
at −1/2 and energies from −1 to 0 should therefore safely
cover all numerical energies with an initial r value of 1 and
an upper value of 100. Notice that as the energies reach 
zero when the quantum number n is large, they become 
ever closer together, as 1/n2, and in this case very small
increments in energy will be needed not to miss the
eigenvalues. Additionally, only the (even parity) initial
conditions ψ(0) = 1 and ψ′(0) = 0, produce meaningful
eigenvalues.

Using Algorithm 11.20 with the parameters

> x0:= 1.0: # initial value
xN:= 100.0: # boundary x
yxN:= 0.0: # boundary y val at xN
En0:= -1.0: # starting energy
deltaE:= 0.001: # energy increment
maxE:= 0.0: # max energy
Q:= 0.000001: # stopping value
y0:= 1.0: # y0 initial guess
dydx:= 0.0: # initl dy/dx guess

the calculated and theoretical energies in hartree are shown
in Table 11.6,

There is not a good match to the theoretical results other
than for the lowest energy. At this point alternative
numerical integration methods would have to be
investigated such as the Numerov method (Levine 2001).
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Table 11.5 Calculated and theoretical transitions for ND3. 
The experimental data is taken from Swalen & Ibers 
(1962).

Calculation Experiment

∆10 0.074 0.053

∆32 4.2 3.7

∆21 759.1 745.7

∆30 763.3 749.4

Table 11.6 Calculated and theoretical eigenvalues for the 
H atom.

n Calculated Theory, 1/2n2

1 −0.50000 −0.5000

2 −0.11227 −0.1250

3 −0.051198 −0.0555

4 −0.029310 −0.03125

Fig. 11.48 Left: The potential well v(x) = −10/cosh2(αx), its 
four eigenvalues and wavefunctions. Right: The potential hill,
V(x) = +5/cosh2(αx) in an infinitely deep square well of width 10.
The wavefunctions are for levels 3, 6, 7, and 8.


